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Executive summary 
 
NetApp commissioned VeriTest, the 
testing service of Lionbridge 
Technologies, Inc., to compare the 
Network Appliance FAS2050 and 
Hewlett-Packard EVA4100 when 
both are used to provide iSCSI based 
primary storage for a server 
consolidation project utilizing VMware 
ESX 3.0.2.  
 
Both the FAS2050 and EVA4100 
provide network based storage that is 
becoming more critical in VMware 
datacenters. Both storage products 
are capable of supporting the FC and 
iSCSI protocols to provide block 
access to data from VMware ESX 
Server 3.0.2 hosts. 
 
The tests we conducted were 
centered on a server consolidation 
project using VMware ESX 3.0.2 for 
the fictitious midsize enterprise 
company ACME Corp. The goal of 
the tests was to compare the 
capabilities of the FAS2050 and 
EVA4100 for providing the primary 
storage for the ACME server 
consolidation project.  
 
For this server consolidation 
exercise, ACME Corp. had the 
following requirements: 
 

·  The servers to be consolidated currently run important, but not mission critical applications.  
·  The solutions chosen must be easy to use and manage 
·  To minimize costs and make the best use of ACME’s current infrastructure, the VMware datacenter is 

required to access storage using the iSCSI protocol 

Key findings 
 

�  Using RAID-DP™ on the FAS2050 provides protection 
against a double disk failure while providing more than 65 
percent of the raw storage as usable.  

�  Using Vraid1 on the EVA4100 provides protection against a 
double disk failure and provided only 43 percent of the raw 
storage as usable.  

�  We observed no performance penalties when using storage 
based snapshots with VMware on the FAS2050.  We 
observed significant( ~60-90 % ) performance penalties using 
storage based snapshots with VMware on the EVA4100 

�  The EVA4100 required 60 percent more time to configure, 
provision and present storage to our VMware datacenter 
using iSCSI compared to the FAS2050.  

�  Using FlexClone® volumes on the FAS2050 to provide 
storage for a test/dev environment required no additional 
storage initially, required only 2.5 minutes to provision and 
imposed no discernable impact on the performance of the 
production VMware environment.  

�  Using a Snapclone on the EVA4100 to provide storage for a 
test/dev environment required an additional 1TB of storage 
be provisioned to create a complete copy of the data and 
required over an hour to create. 

�  We found that the FAS2050 provides native support for the 
FCP, iSCSI and NFS protocols. We found the EVA4100 
provides native support for FCP but requires add-on products 
to support iSCSI and NFS. 
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·  To ensure that a double disk failure on the iSCSI storage does not shut down all of the virtual 
machines ( VM’s) in the datacenter, the storage must be configured to withstand a double disk failure 

·  The storage must provide the capability to create storage based snapshots of both VMFS and 
physical mode RDM devices. 

·  The storage must provide the capability to create writeable clones of parts or all of the production 
VMware datacenter for use in testing and development environments. 

·  The storage must be certified by VMware in their Storage Compatibility Guide for ESX Server 3.0  
for use with any protocol used in the ACME VMware datacenter. A link to this guide can be found on 
the VMware site at the following URL: 

 
http://www.vmware.com/pdf/vi3_san_guide.pdf 
 

As we constructed the ACME datacenter, we conducted a series of tests to compare the options provided by 
both the FAS2050 and EVA4100 to meet the requirements of ACME Corp listed above. The list below 
provides a high level overview of these test cases. As we configured the storage systems for use in the 
VMware datacenter, we followed the best practice guidelines published by both NetApp and Hewlett-Packard. 
Links to the best practice documents we referenced during these tests can be found in Appendix E of the test 
report. Please refer to the Test Methodology section of this report for complete details on how we conducted 
the testing. 
 

·  Compare the process for configuring the FAS2050 and EVA4100 to provide iSCSI based storage to 
the VMware datacenter. 

·  Compare how well the FAS2050 and EVA4100 utilize their storage capacity while meeting the 
requirements for handling a double disk failure. 

·  Measure the impact on the performance of the datacenter when using storage based snapshots of 
both VMFS and physical mode RDM partitions 

·  Compare the options on both the FAS2050 and EVA4100 to provide a writeable copy of part of the 
production environment for use in a test and development exercise 

·  Because VMware now supports the NFS protocol for accessing network based storage, compare the 
options provided by the FAS2050 and EVA4100 to provide NFS based storage to the ACME VMware 
datacenter 

In summary, our tests showed that the FAS2050 provided a better solution for the ACME VMware datacenter 
when considering the requirements above. Of special note is the fact that the FAS2050 provided native 
support for the FC, iSCSI and NFS protocols without having to connect additional, different special purpose 
devices for protocols other than FC. This provides for excellent flexibility, lower costs and further reduces the 
overall number of systems that need to be managed which is, after all, what a server consolidation is about.  

We found that the EVA4100 does not natively support NFS or other file based protocols. Like with iSCSI, HP 
provides add-on products for the EVA4100 that, with the addition of a separate server fronting the EVA4100, 
allows access to the EVA4100 using NFS. Additionally, we did not find the EVA4100 listed in the VMware 
Storage Compatibility Guide for ESX Server 3.0  with regard to certification of Network Attached Storage. 
This indicates that the EVA4100 has not been certified by VMware for use with ESX Server and NFS. 

We found that the FAS2050 provided significantly better storage utilization compared to the EVA4100 when 
required to provide for protection from a double disk failure. Additionally, we found that using storage based 
snapshots on the EVA4100 resulted in significant decreases in performance while we found no performance 
impact using storage based snapshots on the FAS2050.  

We noted no impact on performance when using either FlexClones® on the FAS2050 or Snapclones on the 
EVA4100 to provide a writeable duplicate copy of production data for our test environment. However, using a 
Snapclone on the EVA4100 required an additional 1TB of storage to create the copies. Using FlexClone 
volumes on the FAS2050 required no additional space initially and required only 2.5 minutes of time to create 
compared to more than one hour for the EVA4100 snapclone. 
 
The remainder of this section summarizes the results of our tests relating to the creation of the ACME 
VMware datacenter and why ACME Corp chose the FAS2050 over the EVA4100 for their server 
consolidation.  
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Configuring the FAS2050 and EVA4100 to Provide iSCS I Storage to the ACME VMware 
Datacenter 
 
While both the FAS2050 and EVA4100 support the iSCSI protocol, we found that the EVA4100 does not 
support iSCSI natively. It requires a separate device called the “HP StorageWorks EVA iSCSI Connectivity 
Option” the specifics of which can be found at the following link: 
 

http://h18006.www1.hp.com/products/storageworks/evaiscsiconnect/index.html 
 
This device, called the mpx100, converts Ethernet based iSCSI traffic coming from host systems to FC so that 
it can ultimately be handled by the EVA4100. Unlike the EVA4100, the FAS2050 provides native support for 
the iSCSI protocol. There are no additional devices to purchase or configure. We simply connected the 
FAS2050 directly to the existing ACME Ethernet infrastructure to provide iSCSI access to the data from within 
VMware. 
 
Our tests showed that it required 60 percent more time (97 minutes vs. 61 minutes) to configure the EVA4100 
to handle iSCSI traffic and provision storage for the ACME VMware datacenter compared to the FAS2050. 
 
Storage Utilization While Providing Protection From  a Double Disk Failure 
 
One of the primary requirements specified by ACME for their server consolidation effort is the ability to 
withstand a double disk failure on the system providing the primary storage for the VMware datacenter. When 
using network based storage (SAN or NAS) with VMware, it's critical that the storage provide resiliency above 
that afforded by a simple RAID-5 scheme. In the ACME VMware datacenter, there will be potentially large 
numbers of VM's sharing the same set of storage system drives and the inability to protect against a double 
disk failure would have potentially catastrophic consequences as all the VM's sharing the impacted storage 
would simultaneously lose access to their data. 
 
NetApp recommends the use of their RAID-DP when provisioning data on the FAS2050. RAID-DP is a high 
performance implementation of RAID 6 that provides double parity across the disk subsystem and protects 
against the failure of up to two disks per RAID group. The EVA4100 provides the Vraid1 option to provide 
protection from a double disk failure.  
 
Our tests showed that using Vraid1 to meet the ACME requirement for double disk failure protection exacts a 
steep penalty on the EVA4100 in terms of storage utilization. The table below compares the amount of raw 
storage to the amount of usable storage on both the FAS2050 and EVA4100 before beginning the server 
consolidation effort. The FAS2050 had a total of 48 @ 144GB/15K RPM disk drives and 6912GB of raw 
storage. The EVA4100 had a total of 48 @ 146GB/15K RPM disk drives and 7008GB of raw storage 
However, using Vraid1 on the EVA4100 to provide protection against a double disk failure provides just over 
3TB of usable storage and makes only about 43 percent of the raw storage available for use in the VMware 
datacenter. Using RAID-DP, the FAS2050 provides protection from a double disk failure and makes more 
than 65 percent of the raw storage available for use in the VMware datacenter. 
 
 
Storage System 

 
RAW( GB ) 

RAID-DP – 
Available GB 

Vraid1 – 
Available GB 

FAS2050 6912 4322 N/A 
EVA4100 7008 N/A 3004 
Storage Utilization N/A 65.2% 42.9% 
 
Table 1. Storage Utilization Using RAID-DP and Vrai d1 
 
Performance Implications of Using Storage Based Sna pshots 
 
VMware ESX 3.0.2 provides the capability to create and maintain snapshots of individual VM’s in the 
datacenter. VMware is also capable of accessing “storage based” snapshots of data that are created and 
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maintained through the storage system. There are several advantages to using storage based snapshots in 
VMware including, but not limited to, the following: 
 

·  Storage based snapshots allow administrators to take snapshots of large VMFS volumes that contain 
potentially many VM’s. This makes it possible to maintain point in time copies of multiple VM’s with a 
single snapshot. 

·  VMware does not support the use of its native snapshot capabilities with storage accessed as 
physical mode RDM devices used to provide direct access to storage resources while bypassing the 
VMFS layer of VMware. In this case, storage based snapshots are the only option 

 
Both the FAS2050 and EVA4100 provide the capabilities to create storage based snapshots that can be used 
by VMware for both VMFS and physical mode RDM devices. However, our tests showed that using these 
snapshots on the EVA4100 with VMware caused significant degradation in the overall performance of the 
production ACME VMware datacenter.  
 
We conducted the three separate test cases describe below to measure the performance impact when using 
storage based snapshots in the ACME VMware datacenter. 
 

·  We used IOMeter to measure the “baseline production performance” by generating a relatively light, 
random read/write workload from all of the VM’s in the VMware datacenter. This simulated the normal 
production load generated in day to day datacenter operations. 

·  We executed the same IOMeter load used to simulate the baseline production performance described 
above after creating storage based snapshots of the 2 @ 500GB volumes providing VMFS storage to 
the datacenter 

·  We executed the same IOMeter load used to simulate the baseline production performance described 
above after creating storage based snapshots of the 4 @ 75GB volumes providing physical mode 
RDM storage to the datacenter 

 
The chart below shows the results of these tests. For both the FAS2050 and EVA4100, we normalized the 
baseline production performance generated on both platforms to a value of 100 and presented this as the 
baseline performance indicated by the bar on the far left side of the chart. In these tests, lower values indicate 
a greater performance drop off between the baseline production performance and performance recorded 
when the specific type of storage based snapshots under test were active.  
 
Ideally, there should be no or minimal performance degradation when snapshots are present. Our tests 
showed that there was no measurable impact on the baseline production performance when using storage 
based snapshots on the FAS2050. We believe that the slight variability (0.8% - 1.5%) of the results we 
encountered are explained by the small deviations in test results normally encountered when using a load 
generation tool like IOMeter. We also found that using storage based snapshots on the EVA4100 degraded 
the baseline production performance from 63 – 92 percent depending on whether the snapshot was active on 
a physical mode RDM or VMFS partition. 



 
 

 Server Consolidation Using VMware ESX Server 3.0.2 the NetApp FAS2050 vs. the HP EVA4100  5 

 
Figure 1. Relative Snapshot Performance on FAS2050 and EVA4100 
 
Providing Temporary Storage for Test and Developmen t Environments 
 
VMware provides excellent capabilities to create clones of existing VM’s that can be easily moved from one 
ESX host to another. As a result, it is essential that storage supporting VMware be capable of providing 
copies of data for use by clones or for use in test and development environments. 
 
Like snapshots, both the FAS2050 and EVA4100 provide capabilities to create writeable, duplicate copies of 
VMFS datastores for use by VM’s or in test and development environments required in the datacenter. One of 
our test cases compared the capabilities of both the FAS2050 and the EVA4100 to create and present to the 
VMware datacenter a writeable duplicate of the volumes being accessed as a large VMFS datastore. This 
copy of the production VMware environment was to be used in a test environment to determine the impact of 
rolling out a Windows service pack to the existing VM’s. The goal was to create a copy of both 500GB VMFS 
partitions currently used in the production environment and present them to the VMware datacenter so the 
testing could be done without impacting the operation of the production VM’s.  

The NetApp FAS2050 provides a mechanism called a FlexClone volume to create an exact, writable duplicate 
of a volume that initially consumes no additional storage. Using a FlexClone volume of an existing FlexVol® 
volume allows administrators to present a writeable copy of the LUNS containing the production VMDK files 
that can be used to create clones of the production VM's for the test environment. 

The EVA4100 provides two mechanisms, namely Snapclones and Snapshots, to provide this functionality. 
Snapclones are complete copies of a virtual disk that can be created and presented to the ESX hosts and 
used as the basis to clone individual VM's for the test environment. Snapshots on the EVA4100 are point in 
time copies of virtual disks that can be presented in read/write mode to the ESX Server hosts and used as the 
basis to clone individual VM's for the test environment. 

For this test, we measured the following items for both the FAS2050 and EVA4100: 

·  How much time was required to create the copy of the data and present it to the ACME VMware 
datacenter administrators for use in the test environment 

·  How much, if any, additional storage is initially required when creating the copy of the data 
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·  Was there any impact on the production performance of having a FlexClone volume (FAS2050), 
Snapclone/snapshot (EVA4100) active on the storage 

We found that the FAS2050 and EVA4100 both required only 2.5 minutes to create and present the 
FlexClone volumes and snapshots of the 500GB VMFS partitions to the datacenter.  On the EVA4100, we 
found that it required 81.5 minutes to complete the process of creating and presenting the duplicate VMFS 
partition using a Vraid1 Snapclone and 64.75 minutes to create the same process using a Vraid5 Snapclone. 

We found that the FAS2050 and EVA4100 both required no additional initial storage to create and present the 
FlexClone volumes and snapshots of the VMFS partitions to the datacenter. On the EVA4100, we found that 
it required an additional 1TB of initial storage to create and present the Snapclone volumes of the 2 @ 500GB 
VMFS partitions to the datacenter. This is a critical point as administrators may not have enough available 
space on the storage to provide for a complete copy of the data.  

We found that having FlexClone volumes active on the FAS2050 and Snapclones active on the EVA4100 had 
no impact on the baseline production performance. On the EVA4100, we found that using Vraid5 or Vraid1 
based snapshots to present the duplicate VMFS partitions to the datacenter resulted in an 81.16 or 91.18 
percent drop off respectively in the baseline production performance. 

In summary, on the EVA4100, duplicating the VMFS partitions required making a difficult tradeoff between 
storage efficiency and performance, while using FlexClone volumes on the FAS2050 provided excellent 
storage efficiency with no performance impact. Using the FlexClone volumes on the FAS2050 to provide 
duplicates of the VMFS partitions to the VMware datacenter resulted in no additional initial storage 
requirements and had no measurable impact on the baseline production performance of the VMware 
datacenter. On the other hand, using a snapshot on the EVA4100 to provide the duplicate VMFS partitions 
required no additional initial storage but resulted in a significant drop off in the baseline production 
performance as a result of having the active snapshot. Finally, using a Snapclone on the EVA4100 to provide 
the duplicate VMFS partitions had no measurable impact on the baseline production performance but 
required 1TB of additional initial storage to create a full copy of the data.  

Accessing Storage from VMware Using NFS 

Finally, a new feature with ESX 3.0.X is the ability to access storage from within VMware using NFS. While 
primarily focused on iSCSI, ACME was also interested in learning more about other Ethernet based options 
for accessing storage using VMware.  

We found that the EVA4100 does not natively support NFS or other file based protocols. Like with iSCSI, HP 
provides add-on products for the EVA4100 that, with the addition of a separate server fronting the EVA4100, 
allows access to the EVA4100 using NFS. This product is called the “HP StorageWorks Enterprise File 
Services Clustered Gateway”  and is described in detail at the following URL: 

http://h18006.www1.hp.com/products/storageworks/efs/index.html 

However, we also found that the EVA4100 did not meet the requirements set forth by ACME that any storage 
system considered for use in the VMware datacenter must be certified by VMware for the specific 
configuration. Specifically, we did not find the EVA4100 listed in the VMware Storage Compatibility Guide 
for ESX Server 3.0 as certified for use in Network Attached Storage environments like those using the NFS 
protocol. As a result, we did not investigate the NFS capabilities of the EVA4100 for this testing. 

On the other hand, the FAS2050 provides native support for NFS as well as iSCSi and FCP in one unified 
storage solution and is a natural fit with the file based paradigm of VMware. Additionally, the FAS2050 is 
listed as one of only a handful of storage system certified by VMware for use in Network Attached Storage 
configurations with ESX Server 3.0.  

In addition to the flexibility of providing multiple protocols for storage access within VMware, we also ran a 
series of tests only on the FAS2050 to examine the benefits of using NFS with VMware to access NetApp 
storage. These tests involved thin provisioning and snapshots.  
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We found that, unlike the storage we provisioned and accessed using iSCSI, NFS based storage used by 
VMware is “thin provisioned” by default. Thin provisioning provides storage on demand while traditional 
provisioning preallocates storage. The value of thin provisioned storage is that storage is treated as a shared 
resource pool and storage is consumed only as each individual VM requires it. This sharing has the potential 
to increase the total utilization rate of storage by eliminating the unused yet provisioned areas of storage 
associated with traditional storage. 

Additionally, we found that restoring individual VM files from snapshots was considerably easier when the 
VM’s accessed their storage using NFS compared to iSCSI. Restoring the files of an individual VM from a 
snapshot using iSCSI required that we use a snapshot to create a clone of the LUN that is providing the iSCSI 
based storage and present that clone to the ESX host as additional storage. We then had to delete or rename 
the original set of VM files to be restored from within the ESX host console and copy the corresponding VM 
files from the snapshot to the original location of the VM’s files.  

It’s worth noting that the additional time and steps required to restore the files of individual VM’s from storage 
based snapshots using iSCSI is not necessarily specific to the FAS2050 and would likely be similar to any 
storage system providing block based access to storage using LUNs. 

When using NFS, there are no LUN’s to clone and present to the ESX hosts. Additionally, it is not necessary 
to directly manipulate the VM’s files manually from within the ESX host. You simply instruct the FAS2050 to 
restore the specific file from a snapshot using a single command. 

Finally, like iSCSI, our tests showed that there was no measurable impact on the production performance 
when using storage based snapshots on the FAS2050 with NFS.  
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Test results 
 
This section provides the results of the tests we conducted to compare the capabilities of the FAS2050 and 
EVA4100 for use in providing storage for the ACME VMware datacenter. Please refer to the Test 
Methodology section of this report for complete details on how we conducted each of the tests. 
 
Results of Test Case #1: Provision iSCSI Storage fo r the ACME VMware Datacenter 
Using the FAS2050 and EVA4100 
 
This section provides the results of our test case designed to compare the storage utilization of both the 
FAS2050 and the EVA4100 when both products are used to provision storage for use in the build out of the 
ACME VMware datacenter.  
 
Additionally, this test compared the time required to provision the storage for use in the ACME VMware 
datacenter on both the FAS2050 and EVA4100. 

Storage Utilization Results  

 

One of the primary requirements specified by ACME for their storage consolidation effort is the ability to 
withstand a double disk failure on the system providing the primary storage. When using network based 
storage (SAN or NAS) with VMware, it's critical that the storage provide resiliency above that afforded by 
simple RAID-5. In the ACME VMware datacenter, there will be potentially large numbers of VM's sharing the 
same set of storage system drives and the inability to protect against a double disk failure would have 
potentially catastrophic consequences as all the VM's sharing the impacted storage would simultaneously 
lose access to their data.  

Using NetApp best practices, we planned to provision the storage for the ACME VMware datacenter on the 
FAS2050 using RAID-DP. RAID-DP is a high performance implementation of RAID 6 that provides double 
parity across the disk subsystem and protects against the failure of up to two disks per RAID group.�

The EVA4100 provides two options for handling data resiliency within disk groups, namely Vraid5 and Vraid1. 
Vraid5 is similar to a traditional RAID-5 implementation and provides protection only from the failure of a 
single disk within a disk group. With Vraid5, the failure of a second disk in the disk group before the rebuild 
process is complete or a media error during the rebuild results in the loss of data. Vraid1 is comparable to 
more traditional RAID mirroring schemes and is capable of providing protection from a double disk failure 
within the same disk group. However, like other mirroring schemes, it provides a lower level of storage 
availability as significantly more of the raw storage is required for use in maintaining a copy of the data. 

Due to the ACME requirement for protection from a double disk failure on the storage, we planned to 
provision the storage on the EVA4100 using Vraid1.  

Before provisioning any storage for the ACME datacenter on either the FAS2050 or EVA4100, we determined 
the total amount of raw storage as well as the total amount of storage that would actually be available for 
provisioning on both the FAS2050 and EVA4100 using the data resiliency schemes described above.  

The FAS2050 had a total of 48 @ 144GB/15K RPM disk drives and the EVA4100 had a total of 48 @ 
146GB/15K RPM disk drives resulting in raw storage of 6912GB and 7008GB, respectively. We then 
determined the amount of usable space on the FAS2050 using RAID-DP and on the EVA4100 using both 
Vraid5 and Vraid1. We then computed a simple storage utilization metric by dividing the amount of available, 
usable storage by the total amount of raw storage on each storage system.  

Table 2 below shows the results of this test by providing the percentage of the raw storage that is actually 
usable under the data resiliency schemes described above. The table provides the total amount of raw 
storage and the amount of usable storage for both the FAS2050 and the EVA4100. ACME benefits from 
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higher usable storage capacity since it reduces the amount of storage they need to purchase to ensure a 
specific amount of usable capacity. 

Using RAID-DP, we found that the FAS2050 provides 65.2 percent of the raw storage for use by the ACME 
VMware datacenter while providing for the required protection from a double disk failure. We found that using 
Vraid1 on the EVA4100 to meet the ACME requirement for protection from a double disk failure left only 42.9 
percent of the total raw capacity available for use in provisioning the VMware datacenter.  

For reference, we also computed the storage utilization on the EVA4100 when using Vraid5. We found that 
using Vraid5 significantly improved the amount of usable storage compared to Vraid1. However, as 
mentioned earlier, use of Vraid5 does not meet the ACME requirement to provide protection from a double 
disk failure in a disk group. 

 

Storage System 
 

RAW( GB ) 
 

RAID-DP – 
Available GB 

Vraid1 -  
Available GB 

Vraid5 – 
Available GB 

FAS2050 6912 4322 N/A N/A 
EVA4100 7008 N/A 3004 4808 
Storage Utilization N/A 65.2% 42.9% 68.6% 

Table 2. FAS2050 and EVA4100 Storage Utilization 

Elapsed Time Required to Provision iSCSI Storage fo r the ACME VMware Datacenter 
 
In order to keep costs low while taking advantage of their existing Ethernet based infrastructure, ACME 
requires that all storage provided to the VMware datacenter use iSCSI. This section provides results detailing 
time required to provision the iSCSI storage for the ACME VMware datacenter on both the FAS2050 and 
EVA4100.  
 
 
We found that the EVA4100 does not support iSCSI natively. It requires a separate device called the “HP 
StorageWorks EVA iSCSI Connectivity Option” the specifics of which can be found at the following link: 
 

http://h18006.www1.hp.com/products/storageworks/evaiscsiconnect/index.html 
 
This device, called the mpx100, converts Ethernet based iSCSI traffic coming from host systems to FC so that 
it can ultimately be handled by the EVA4100. If the EVA4100 is being used in a FC SAN environment, the 
mpx100 can be connected to the existing FC fabric and used to provide iSCSI based access to data on the 
EVA4100. Using the mpx100, the EVA4100 can also be configured as an iSCSI only device by connecting the 
FC interfaces on the mpx100 device directly into the front end FC ports on the EVA4100 while connecting the 
Ethernet interfaces on the mpx100 into an existing Ethernet network. 
 
Unlike the EVA4100, the FAS2050 provides native support for the iSCSI protocol. There are no additional 
devices to purchase or configure. We simply connected the FAS2050 directly to the existing ACME Ethernet 
infrastructure to provide iSCSI access to the data.  
 
Tables 3 and 4 below show the basic steps required and the elapsed time associated with the process of 
provisioning and presenting the storage for the ACME VMware datacenter. As specified in the test 
methodology section, the results presented below do not include the time required create and configure the 
VM’s in the ACME datacenter. The test was complete when the ESX hosts scanned their storage adapters 
and detected the storage. 
 
For the FAS2050, we found it required 61 minutes to complete the process of provisioning and presenting the 
storage for the ACME VMware datacenter to the ESX hosts. For the EVA4100, we found it required 97.5 
minutes to complete the process of provisioning and presenting the storage for the ACME VMware datacenter 
to the ESX hosts. For the specifics of how we accomplished each of the steps below for the FAS2050, please 
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refer to Appendix B of this report. For the specifics of how we accomplished each of the steps below for the 
FAS2050, please refer to Appendix C of this report 

 

Steps on FAS2050 Elapsed Time( min ) 
Increase RAID Group Size 4 
Disable Automatic Aggregate Snapshots 1 
Create Flex Vols 8 
Disable Automatic Volume Snapshots 2 
Disable Fractional Reserve 2 
Create LUNs 10 
Configure Volume Autogrow Parameters 8 
Present Storage to ESX Server 14 
Create VMFS partitions 12 
Total Elapsed Time 61 

Table 3. FAS2050 Steps and Elapsed Time to Provisio n Storage for VMware Datacenter 

 

Steps on EVA4100 Elapsed Time( min ) 
Rack MPX100: 25 
Cable MPX100 14 
Configure MPX100 Mgmt 8 
Configure MPX Port1 and Port2 2 
Create Disk Groups 2 
Create Vdisks (Vraid1) 26.5 
Assign Vdisk Controller Path 10 
Add iSCSI Hosts 1.5 
Present Storage to ESX Server 2.5 
Create VMFS partitions 6 
Total Elapsed Time 97.5 

Table 4. EVA4100 Steps and Elapsed Time to Provisio n Storage for VMware Datacenter 

Results of Test Cases #2 - #4: Relative Snapshot Pe rformance Compared to 
Production Baseline 

This section provides the test results for the test cases where we measured the impact on the baseline 
production performance when utilizing storage based snapshots on both the FAS2050 and EVA4100. These 
tests included creating snapshots of both large VMFS partitions used by all 16 VM’s in the ACME datacenter 
as well as smaller VMDK’s accessed as physical mode RDM devices by only four of the VM’s in the 
datacenter. Please refer to the Testing Methodology section of this report for complete details on how we 
conducted these test cases. 

For the test cases, we used IOMeter to generate a baseline production load with no snapshots present on the 
storage system to simulate the normal load being placed on the system providing storage for the ACME 
VMware datacenter. We used the identical baseline production load for both the FAS2050 and EVA4100.  

The IOMeter script used to simulate the baseline production load was not designed to measure the peak 
performance of either the FAS2050 or EVA4100. Nor was it designed to saturate any of the components of 
the ACME VMware datacenter. The vast majority of the baseline production load generated during these tests 
went directly through the VMware VMFS layer on the way to the storage and resulted in baseline production 
performance results on the FAS2050 and EVA4100 in IOPS that were within 0.5 percent of one another. 
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As a result, we decided that the best way to present the results was not to directly compare the test results in 
IOPS between the FAS2050 and EVA4100, but to present the results of the tests using snapshots as a 
percentage relative to the baseline production performance generated on each storage platform.  

The chart below shows the results of these tests. We normalized the baseline production performance 
generated on both storage platforms to a value of 100 and presented this as the baseline performance 
indicated by the bar on the far left side of the chart. The remaining values on the chart indicate the impact on 
baseline production performance for the different test configurations that used storage based snapshots.  
 
For these tests, a value of 100 indicates that there was no difference between the baseline production 
performance and performance recorded when storage based snapshots were active for a specific test case. 
Data points less than 100 indicate that there was some level of performance degradation when using storage 
based snapshots compared to the baseline production performance. In these tests, lower values indicate a 
greater performance drop off between the baseline production performance and performance recorded when 
storage based snapshots were active. 

 

Figure 2. Relative Snapshot Performance on FAS2050 and EVA4100 

Our tests showed that there was no measurable impact on the baseline production performance when using 
storage based snapshots on the FAS2050. We believe that the slight variability (0.8% - 1.5%) of the results 
we encountered are explained by the small deviations in test results normally encountered when using a load 
generation tool like IOMeter. 

You can create snapshots on the EVA4100 using either Vraid1 or Vraid5 regardless of the RAID level used 
for the virtual disk. We conducted tests using both types of snapshots. Unlike the FAS2050, we encountered 
significant performance degradations when using active, storage based snapshots on the EVA4100.  

Specifically, we found that when an active, Vraid5 or Vraid1 storage based snapshot was associated with the 
virtual disks providing VMFS based storage, performance dropped approximately 90 percent compared with 
the baseline production performance recorded on the EVA4100. Additionally, we found that when an active, 
Vraid5 or Vraid1 storage based snapshot was associated with the virtual disks providing physical mode RDM 
based storage, performance dropped approximately 63 - 70 percent respectively compared with the baseline 
production performance recorded on the EVA4100. 

Finally, regardless of the type of snapshot used on the EVA4100, we found that active, Vraid1 storage based 
snapshots provide lower performance compared to the same snapshot created using Vraid5. 
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Results of Test Case #5: Use FlexClone Volumes (FAS 2050) and 
Snapclones/Snapshots (EVA4100) to Duplicate the VMF S Production Environment  

This section provides the results of the test case where administrators on the ACME VMware datacenter are 
asked to provide a writeable copy of the 2 @ 500GB data volumes accessed using VMFS. This is needed so 
that individual application administrators can determine the impact of rolling out a Windows service pack 
upgrade to their VM’s without impacting the production environment.  

The NetApp FAS2050 provides a mechanism called FlexClone volumes to create an exact, writable duplicate 
of a volume that initially consumes no additional storage. Using a FlexClone volume of an existing FlexVol 
volume allows administrators to present a writeable copy of the LUNS containing the production VMDK files 
that can be used to create clones of the production VM's for the test environment. 

The EVA4100 provides two mechanisms, namely Snapclones and Snapshots to provide this functionality. 
Snapclones are complete copies of a Vdisk that can be created and presented to the ESX hosts and used as 
the basis to clone individual VM's for the test environment. As discussed previously, snapshots are point in 
time copies of virtual disks that can be presented in read/write mode to hosts and used as the basis to clone 
individual VM's for the test environment. 

Like snapshots, the EVA4100 allows users to create Snapclones using either Vraid1 or Vraid5. We therefore 
conducted this test using both Vraid5 and Vraid1 Snapclones of the virtual disks accessed as VMFS devices. 
Additionally, we conducted this test using both Vraid5 and Vraid1 snapshots of the virtual disks accessed as 
VMFS devices.  

For this test, we measured the following items for the configurations described above: 

·  How much time was required to create the copy of the data and present it to the ACME VMware 
datacenter administrators for use in the test environment 

·  How much, if any, additional storage is initially required when creating the copy of the data 

·  What impact, if any, does having the clones or snapshots active have on the baseline production 
performance 

As for the snapshot tests, we present the impact on performance as a percentage relative to the baseline 
production performance recorded for both storage systems. For these tests, a value of 100 indicates that 
there was no difference between the baseline production performance and performance recorded when 
storage based snapshots were active for a specific test case. Data points less than 100 indicate that there 
was some level of performance difference compared to the baseline production performance. In these tests, 
lower values indicate a greater performance drop off between the baseline production performance and 
performance recorded when storage based snapshots were active. 
 
 
 
 
 
 
 
 
 
 
 
 
Test Configuration 
 

 
Elapsed Time to 
Present Storage 
to VMware( min ) 

Additional 
Initial 

Storage 
(GB) 

Percentage of 
Baseline 

Production 
Performance 

FAS2050 – FlexClone Volumes 2.5 0 98.38% 
EVA4100 – Vraid1 Snapshots 2.5 0 8.82% 
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EVA4100 – Vraid5 Snapshots 2.5 0 11.84% 
EVA4100 – Vraid1 Snapclones 81.5 1000 99.50% 
EVA4100 – Vraid5 Snapclones 64.5 1000 99.23% 

Table 5. Performance and Storage Impact of Providin g a Duplicate of the VMFS Partition   

Table 5 shows the results of these tests as they relate to the items in the list above. The main points are as 
follows: 

·  We found that the FAS2050 and EVA4100 both required only 2.5 minutes to create and present the 
FlexClone volumes and snapshots of the VMFS partitions to the datacenter.  

·  On the EVA4100, we found that it required 81.5 minutes to complete the process of creating and 
presenting the duplicate VMFS partition using a Vraid1 Snapclone and 64.75 minutes to create the 
same process using a Vraid5 Snapclone. 

·  We found that the FAS2050 and EVA4100 both required no additional initial storage to create and 
present the FlexClone volumes and snapshots of the VMFS partitions to the datacenter 

·  On the EVA4100, we found that it required an additional 1TB of initial storage to create and present 
the Snapclone volumes of the VMFS partitions to the datacenter 

·  We found that the FAS2050 and EVA4100 generated no negative impact on the baseline production 
performance when the FlexClone volumes and Snapclones of the VMFS partitions were active on the 
storage.  

·  On the EVA4100, we found that using Vraid5 or Vraid1 based snapshots to present the duplicate 
VMFS partitions to the datacenter resulted in an 81.16 or 91.18 percent drop off respectively in the 
baseline production performance. 

In summary, on the EVA4100, duplicating the VMFS partitions required making a difficult tradeoff between 
storage efficiency and performance, while using FlexClone volumes on the FAS2050 provided excellent 
storage efficiency with no performance impact. Using the FlexClone volumes on the FAS2050 to provide 
duplicates of the VMFS partitions to the VMware datacenter resulted in no additional initial storage 
requirements and had no measurable impact on the baseline production performance of the VMware 
datacenter. On the other hand, using a snapshot on the EVA4100 to provide the duplicate VMFS partitions 
required no additional initial storage but resulted in a significant drop off in the baseline production 
performance as a result of having the active snapshot. Finally, using a Snapclone on the EVA4100 to provide 
the duplicate VMFS partitions had no measurable impact on the baseline production performance but 
required 1TB of additional initial storage to create a full copy of the data.  
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Results of Test Cases Using Only the FAS2050 and NF S 
 

A new feature with ESX 3.0.X is the ability to access storage from within VMware using NFS. While 
comparing the FAS2050 and EVA4100 using iSCSI, ACME asked to see a demonstration of the capabilities 
of both storage platforms to provide access to the storage using NFS.  

We found that the EVA4100 does not natively support NFS or other file based protocols. Like with iSCSI, HP 
provides add-on products for the EVA4100 that, with the addition of a separate server fronting the EVA4100, 
allows access to the EVA4100 using NFS. This product is called the “HP StorageWorks Enterprise File 
Services Clustered Gateway”  and is described in detail at the following URL: 

http://h18006.www1.hp.com/products/storageworks/efs/index.html 

However, we also found that the EVA4100 did not meet the requirements set forth by ACME that any storage 
system considered for use in the VMware datacenter must be certified by VMware for the specific 
configuration. Specifically, we did not find the EVA4100 listed in the VMware Storage Compatibility Guide 
for ESX Server 3.0 as certified for use in Network Attached Storage environments like those using the NFS 
protocol. As a result, we did not investigate the NFS capabilities of the EVA4100 for this testing. 

On the other hand, the FAS2050 provides native support for NFS as well as iSCSi and FCP in one unified 
storage solution and is a natural fit with file based paradigm of VMware. Additionally, the FAS2050 is listed as 
one of only a handful of storage system certified by VMware for use in Network Attached Storage 
configurations with ESX Server 3.0. 

In addition to the flexibility of providing multiple protocols for storage access within VMware, there are also the 
following potential benefits of using NFS in VMware to access NetApp storage: 

·  NFS based storage is thin provisioned by default under VMware allowing more effective utilization of 
storage compared to block protocols where LUN storage is considered used when it is allocated 

·  Restoring VM's from storage based snapshots are considerably simpler using NFS compared to 
iSCSI. 

The remainder of this section presents the results of test cases #6 - #10 defined in the Test Methodology 
section of this report associated with providing access to storage using VMware and the NFS protocol. Please 
refer to the Test Methodology section of this report for complete details on how we conducted this testing. 

Results of Test Case #6: Demonstrate Thin Provision ed NFS Storage for Use in a 
VMware Datacenter Using the FAS2050 

For this test, we used the FAS2050 to configure and provision NFS based datastores for 4 new VM's to be 
added to the existing VMware ESX Datacenter. Like the existing VM’s using iSCSI storage, these new VM's 
are running Windows Server 2003 Enterprise Edition and Service Pack 2.  

By default, VMware uses a “thick provisioned” storage allocation scheme that allocates the entire amount of 
storage requested to a VM. Once allocated to the VM, this storage is unavailable for other uses. If the storage 
assigned to the VM is never completely used, it can lead to pockets of storage that are over provisioned and 
under utilized potentially lowering the utilization of the storage. We used the default provisioning method in 
VMware for all of the iSCSI based test cases defined in this test report. 

Thin provisioning provides storage on demand while traditional provisioning preallocates storage. The value 
of thin provisioned storage is that storage is treated as a shared resource pool and storage is consumed only 
as each individual VM requires it. This sharing has the potential to increase the total utilization rate of storage 
by eliminating the unused yet provisioned areas of storage associated with traditional storage. 
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Both VMware and NetApp provide methods for increasing the storage utilization rate via thin provisioning 
VMware offers a thin format version of its virtual disk (VMDK) for use with iSCSI and FCP. Unlike iSCSI or 
FCP, VMDK files which reside on NFS data stores are in the thin format by default. There is no additional 
configuration required under VMware to get the benefits of thin provisioning with NFS datastores. 

We verified the thin provisioning of the VMware volumes accessed using NFS by comparing the amount of 
free storage reported by the VI Client for both the iSCSI based VMFS volume and the NFS based volume 
immediately after installing the Windows Server 2003 Enterprise Edition and SP2 on all of the VM’s using 
those volumes. Installing Windows on each VM required approximately 1.5GB of space. 
 
From the VMware perspective, there is a total of 500GB of storage capacity in the primary VMFS partition and 
a total of 160GB of total capacity in the NFS partition on each of the ESX Server hosts. On each of the ESX 
Server hosts, the 500GB in the VMFS partition was provisioned out to 9 VM’s consuming 410GB of storage 
as follows: 
 

·  One master VM allocated a total of 10GB of space 
·  Eight VM’s created for use in the production environment each allocated a total of 50GB of space 

 
On each of the ESX Server hosts, the 160GB in the NFS partition is provisioned out to 2 VM’s consuming 
150GB of storage as follows: 
 

·  Two VM’s created for use in the production environment each allocated a total of 75GB of space 
 
Table 6 below shows the results of this comparison using data from one of the ESX host systems. Using 
iSCSI and the VMFS partition in the default thick format, the VIClient reported just under 90GB of free storage 
available even though just over 13GB of space (8 copies of Windows Server at 1.5GB per copy) had actually 
been consumed during the process of installing Windows. The result is nearly 400GB of storage is 
permanently assigned to the VM’s and unavailable for other uses but does not contain any production data. 
 
On the other hand, the VI Client reports that 157GB out of 160GB is available in the NFS volume, even 
though a total of 150GB has been assigned from the NFS partition to the VM’s. The only used storage is the 
3GB actually written to during the installation of Windows Server on the two VM’s. Unlike iSCSI, the remaining 
157GB is available for other storage use. 
 

 
 
 
 

Partition 

 
 

Total 
Capacity 

( GB ) 

 
Storage 

Allocated 
to VM’s 

(GB) 

Approximate 
Storage Used 
for Windows 

Install 
(GB) 

 
Allocated  

and 
Unavailable 

(GB) 

 
 

Available  
Free Space 

(GB) 
VMFS Partition 500 410 13.5 396.5 89.5 
NFS Partition 160 150 3 0 157.26 
 
Table 6. Storage Utilization Using Thin Provisioned  NFS Storage 
 
The result is that, with thin provisioning, administrators can make more effective use of existing storage. For 
example, the VMFS volume reports free space of roughly 20 percent of the total volume size while less than 5 
percent of the storage is actually currently being used by the VM’s to store data. If these VM’s never actually 
wrote data to that storage, it would effectively be wasted as it’s not available for other uses. On the other 
hand, the thin provisioned NFS volumes allow administrators to better utilize the available storage while 
leaving less storage stranded in an over provisioned and under utilized state. 
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Results of Test Cases #7 - #8: Relative Snapshot Pe rformance Compared to 
Production Baseline Using NFS 

This section provides the test results for the test cases where we measured the impact on the baseline 
production performance when utilizing storage based snapshots on the FAS2050. These tests are similar to 
those reported previously in this test report that utilized iSCSI. However, these tests included creating 
snapshots only of the volumes accessed using NFS by the 4 new VM’s in the ACME datacenter. Please refer 
to the Testing Methodology section of this report for complete details on how we conducted these test cases. 

After provisioning the additional storage and adding the new VM’s to the ACME VMware datacenter, we 
conducted a new set of measurements of the baseline production performance including the contributions of 
the four new VM’s accessing storage on the FAS2050 using NFS. For the test cases, we used IOMeter to 
generate a baseline production load with no snapshots present on the storage system to simulate the normal 
load being placed on the system providing storage for the ACME VMware datacenter.  

The IOMeter script used to simulate the baseline production load was not designed to measure the peak 
performance of the FAS2050. Nor was it designed to saturate any of the components of the ACME VMware 
datacenter. As a result, we decided that the best way to present the results was to compare the results of the 
tests using snapshots as a percentage relative to the updated baseline production performance generated on 
the FAS2050. 

The chart below shows the results of these tests. We normalized the baseline production performance 
generated without active snapshots to a value of 100 and presented this as the baseline performance 
indicated by the bar on the far left side of the chart. The remaining values on the chart indicate the impact on 
baseline production performance on the FAS2050 when storage based snapshots with NFS. 

Our tests showed that there was no measurable impact on the baseline production performance when using 
storage based snapshots on the FAS2050 with NFS. We believe that the slight variability (0.3%) of the results 
we encountered is explained by the small deviations in test results normally encountered when using a load 
generation tool like IOMeter.  

 

Figure 4. Relative Snapshot Performance Using NFS 



 
 

 Server Consolidation Using VMware ESX Server 3.0.2 the NetApp FAS2050 vs. the HP EVA4100  17 

Results of Test Case #9: Restoring VM's Using Stora ge Based Snapshots with NFS 
and iSCSI in a VMware Environment 

This section provides the results of the test case to compare the process of restoring the files associated with 
individual VM’s from a storage based snapshot on the FAS2050 using both iSCSI and NFS. For this test, we 
copied a set of data files onto a VM that used iSCSI to access data on the FAS2050 and another individual 
VM that accessed data on the FAS2050 using NFS. After copying the files, we created a snapshot on the 
FAS2050 of the respective iSCSI and NFS volumes. We then deleted the set of data files from the individual 
VM’s and then restored the set of test data files to the individual VM’s from the snapshots.  

Restoring the files of an individual VM from a snapshot using iSCSI required that we use a snapshot to create 
a clone of the LUN that is providing the iSCSI based storage and present that clone to the ESX host as 
additional storage. We then deleted or renamed the original set of VM files to be restored from within the ESX 
host console and copied the corresponding VM files from the snapshot to the original location of the VM’s 
files.  

It’s worth noting that the additional time and steps required to complete this test using iSCSI is not necessarily 
specific to the FAS2050 and would likely be similar to any storage system providing block based access to 
storage using LUNs 

The individual steps required using iSCSI to restore the VMDK files are listed below. The steps assume a 
recent snapshot containing the VMFS partitions is available. The total amount of time required to complete 
the restoration was 6 minutes. 

1. Within the VI Client, select the VM to restore and power it down 

2. Log into the ESX console hosting the VM as the root user 

3. Rename or delete the .vmdk files for the VM being restored 

mv <current VMDK path> <renamed VMDK path 

4. Issue the following commands from the FAS2050 command prompt to create the clone of the LUN 
providing VMFS storage, bring it online and map it to the VMware datacenter:  

 
lun clone create <cloned LUN path> –b <original LUN path> <Snapshot name> 
lun online <cloned LUN path> 
lun map <cloned LUN path> <igroup> <ID> 
 

5. From the VI Client, rescan the storage adapters for the ESX host and ensure the cloned VMFS 
partition is available to the ESX host 

6. In the ESX console, locate the virtual disks from the snapshot datastore and copy them to the correct 
location in the production datastore using the following commands: 

 
cd <VMDK snapshot path> 
cp <VMDK snapshot path> <production VMDK path> 

 
7. Restart the VM and verify that the original files have been restored 
8. Delete the LUN created from the snapshot using the FAS2050 command prompt: 

 
lun destroy –f <LUN path> 
 

Because both NFS and VMware are really just managing files, the process of restoring the files of a VM from 
a snapshot on the FAS2050 with NFS is considerably simpler compared to using iSCSI. There are no LUN’s 
to clone and present to the ESX Server hosts. Additionally, it is not necessary to directly manipulate the VM’s 
files manually from within the ESX Server host. You simply instruct the FAS2050 to restore the specific file 
from a snapshot using a single command. 
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The individual steps required using NFS to restore the VMDK files are listed below. The steps assume a 
recent snapshot containing the NFS partition is available. The total amount of time required to complete the 
restoration using NFS was 1.5 minutes. 

1. Within the VI Client, select the VM to restore and power it down 

2. From the FAS2050 command prompt, issue the following command to restore the VMDKs. 
This command performs a file level snap restore to overwrite the existing VMDK files in the 
production NFS partition 

snap restore -t file -s <snapshot name> <production VMDK path> 

3. Restart the VM and verify that the original data files were restored correctly from the 
snapshot 
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Testing methodology  
 
This section provides the details of the specific test cases we conducted. The primary focus of this testing is 
centered on a server consolidation using VMware ESX 3.0.2 for the fictitious ACME Corp. The ACME 
VMware datacenter contained two ESX host systems and total of 16 VM’s all running Microsoft Windows 
Server 2003 Enterprise Edition and SP2.  ACME evaluated both the FAS2050 and EVA4100 and compared 
their capabilities to provide network based storage for their server consolidation effort. 
  
For this server consolidation exercise, ACME Corp. had the following requirements: 
 

·  The servers to be consolidated currently run important, but not mission critical applications.  
·  To minimize costs and make the best use of ACME’s current infrastructure, the VMware datacenter is 

required to access storage using the iSCSI protocol 
·  To ensure that a single disk failure on the iSCSI storage does not shut down all of the VM’s in the 

datacenter, the storage must be configured to withstand a double disk failure 
·  The storage must provide the capability to create storage based snapshots of both VMFS and 

physical mode RDM devices. 
·  The storage must provide the capability to create writeable clones of parts or all of the production 

VMware datacenter for use in testing and development environments. 
 
In addition to the requirements above, ACME was also interested in understanding how the FAS2050 and the 
EVA4100 might support the new VMware option of allowing VM’s to access network based storage using the 
NFS protocol.  
 
As we constructed the ACME datacenter, we conducted a series of tests to compare the options provided by 
both the FAS2050 and EVA4100 to meet the requirements of ACME Corp. The list below provides a high 
level overview of these test cases.  
 

·  Compare the process for configuring the FAS2050 and EVA4100 to provide iSCSI based storage to 
the VMware datacenter. 

·  Compare how well the FAS2050 and EVA4100 utilize their storage capacity while meeting the 
requirements for handling a double disk failure. 

·  Measure the impact on the performance of the datacenter when using storage based snapshots of 
both VMFS and physical mode RDM partitions 

·  Compare the options on both the FAS2050 and EVA4100 to provide a writeable copy of part of the 
production environment for use in a test and development exercise 

 
During the evaluation, ACME discovered that VMware now supports the NFS protocol as an option to access 
network based storage. As a result they asked that we provide a demonstration of the capabilities of both the 
FAS2050 and EVA4100 to provide access to their storage using NFS. The remainder of this section provides 
the specific details of how we conducted each of the test cases described above while creating the ACME 
VMware datacenter.  
 
Before conducting any of the test cases, we configured the basic hardware infrastructure for the VMware 
datacenter. This included servers for use as ESX hosts and VI Clients as well as network switches to connect 
the various parts of the datacenter. Please refer to Appendix A of this report for details of how we configured 
the VMware datacenter. 
 
 
 
 
 
Test Case #1: Provision iSCSI Storage for a VMware Datacenter Using FAS2050 and 
EVA4100 
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The goal of this test is to use both the FAS2050 and EVA4100 to provide iSCSI based storage with which to 
build out ACME Corp’s VMware datacenter. Additionally, after making the storage available to the ACME 
datacenter, we used the storage to create a total of 16 VM’s in the datacenter all running Windows Server 
2003 Enterprise Edition and Service Pack 2.  

There are two specific metrics for this test as follows: 

·  Before provisioning any actual storage for the datacenter, measure the amount of available storage 
on both the FAS2050 and EVA4100 (both Vraid1 and Vraid5) and compare this to the amount of raw 
storage on both storage platforms to generate a "storage utilization" metric by dividing the amount of 
usable storage by the amount of raw storage.  

·  Measure the amount of time required to configure both the FAS2050 and EVA4100 to provide the 
iSCSI storage for the VMware datacenter. The metric is complete when the ESX hosts can scan 
existing storage adapters and add the newly provisioned iSCSI storage for use as VMFS datastores.  

While creating the VM’s in the datacenter was done as part of this test case, there is no metric associated 
with this item. The process of creating the VM’s in the datacenter is independent of whether the FAS2050 or 
EVA4100 was providing the storage and the time required to create the VM’s would be the same for both 
storage platforms.  

Please refer to Appendix A of this report for the specifics of how we created and configured the VM’s for the 
ACME datacenter.  

Measuring Storage Utilization 

The FAS2050 contained a set of 20 @ 144GB/15K RPM SAS drives assigned to one of the FAS2050 storage 
controllers and 28 @ 144GB/15K FC drives assigned to the second FAS2050 storage controller. Data 
ONTAP® was initially installed on three of the SAS drives on the first storage controller using a RAID-DP 
configuration and on three of the FC drives on the second storage controller using RAID-DP.  

We added the remaining 17 SAS drives into the existing aggregate (aggr0) on the first FAS2050 controller 
and expanded the size of the existing aggregate. The result was a single aggregate containing a total of 17 
data drives, 2 parity drives and one spare on the first FAS2050 controller.  

We then added the remaining 25 FC drives into the existing aggregate (aggr0) on the second FAS2050 
controller and expanded the size of the existing aggregate. The result was a single aggregate containing a 
total of 23 data drives, 4 parity drives and one spare on the second FAS2050 controller. 

The EVA4100 contained a total of 48 @ 146GB/15K FC drives. On the EVA4100, we created two disk groups 
each containing 24 of the 48 total available disks. We accepted default values during creation of the disk 
groups including allowing space for a single spare disk.  

The EVA4100 provides for the creation of virtual disks using both Vraid1 and Vraid5. Both types provide 
different levels of performance and data protection. Vraid1 uses a mirroring technique that provides for 
protection during a double disk failure and provides for better performance with small block, random 
workloads. Vraid5 is similar to traditional RAID-5 implementations providing protection from a single disk 
failure while offering significantly better storage utilization compared to Vraid1.  

For the FAS2050, we utilized only a RAID-DP configuration per NetApp best practices. This met the ACME 
criteria for protection from a double disk failure. For the EVA4100, we provisioned the storage for the 
datacenter using Vraid1 as this was the only available option to provide for protection from a double disk 
failure. However, for reference purposes, we calculated the storage utilization on the EVA4100 using Vraid5 
as well as Vraid1. 

To measure the storage utilization for the FAS2050 and EVA4100, we simply calculated the total amount of 
raw storage by multiplying the number of physical drives in both the FAS2050 and EVA4100 by the size of 



 
 

 Server Consolidation Using VMware ESX Server 3.0.2 the NetApp FAS2050 vs. the HP EVA4100  21 

each disk and dividing this number by the total amount of usable storage presented by both the FAS2050 
using RAID-DP and for the EVA4100 using both Vraid1 and Vraid5. 

Provisioning the Storage for the VMware Datacenter Using iSCSI 

This part of the test measured the amount of time required to provision the storage for the ACME VMware 
datacenter on both the FAS2050 and EVA4100 and present that storage to the datacenter for use in creating 
VM’s. The storage requirements for the VMware datacenter are as follows for both the FAS2050 and 
EVA4100:   

·  Provide 2 @ 500GB volumes to be used as VMFS datastores for the VM’s 

·  Provide 4 @ 75GB volumes to be used as physical mode RDM devices by the VM’s 

·  Provide 2 @ 50GB volumes used to provide space for the Windows virtual memory files and 
temporary directories separate from the data primary VMFS datastores 

·  Provide 2 @ 25GB volumes used to store the swap files created by VMware for each running VM 

After creating the storage described above on the FAS2050 and EVA4100, we presented the storage to the 
VMware datacenter. This test is complete when the storage adapters in the VMware datacenter are scanned 
and the provisioned storage appears as usable storage from a VMware perspective. 

Test Case #2: Simulate and Measure the Baseline Pro duction Load the VMware 
Datacenter Places on the iSCSI Storage 

After completing Test Case #1, the ACME VMware datacenter is operational (i.e. the VM's are created, 
storage assigned and OS/applications installed). At this point, each of the VM’s now operating in the 
datacenter is generating some amount of load against the storage during day to day operations. Individually, 
the load generated by each VM is unlikely to put much stress on the storage. However, when taken together, 
it’s likely that the cumulative load of all the VM’s would place a considerable, but not saturating load on the 
storage system.  

This test case uses IOMeter to generate and measure the load being placed on both the FAS2050 and 
EVA4100 by the ACME VMware datacenter during day to day operations. To simulate a typical production 
load for the VMware datacenter, we used IOMeter to generate a lightweight, random workload consisting of 
both read and write operations from each of the 16 VM's in the datacenter to simulate their operation in 
ACME’s production environment.  

This “baseline production load” generated against the datacenter storage was not designed to measure the 
maximum performance possible from a storage perspective nor was it designed to saturate either of the ESX 
host systems residing in the datacenter. It was designed simply to simulate the load generated against the 
datacenter storage as a result of typical daily operations.  

We performed the following steps to configure IOMeter on all 16 of the VM’s in the datacenter.  

·  Installed the IOMeter application on the server running the VI Client. We used this system as the 
IOMeter controller  

·  Configured the IOMeter "dynamo" application already installed on the 16 VM’s to log into the IOMeter 
controller on the VI Client system  

Recall that while all 16 of the VM’s in the datacenter access the 500GB VMFS partition, 4 of the VM’s also 
access a 75GB physical mode RDM device.  
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The 4 @ VM's using physical mode RDM devices presented three disk targets to the IOMeter controller as 
follows. For each of these VM’s, we configured IOMeter to create a 50GB data file only in the physical mode 
RDM device. During testing, all load from these 4 VM’s was directed solely to the RDM devices. 

·  The 50GB VMDK where Windows was installed (c :\) 

·  The 75GB physical mode RDM device (d :\)  

·  The 4GB VMDK used for storing the Windows virtual memory and temporary files (e :\) 

The 12 VM's not using physical mode RDM devices presented two disk targets to the IOMeter controller as 
follows. For each of these VM’s, we configured IOMeter to create a 25GB data file only in the VMDK where 
Windows was installed. During testing, all load from these 12 VM’s was directed solely to that target.  

·  The 50GB VMDK where Windows was installed (c :\) 

·  The 4GB VMDK used for storing the Windows virtual memory and temporary files (e :\) 

The result was the creation of 12 @ 25GB data files accessed directly through VMFS and 4 @ 50GB data 
files accessed as physical mode RDM devices. 

To simulate the baseline production performance, we created an IOMeter test suite to target the VMDK’s and 
physical mode RDM devices from 16 of the VM’s in the datacenter as described above. The specifics of the 
test are as follows:  

·  100% random, 60% read, 40% write, 8K request size, 8K aligned IOS 

·  2 outstanding IOS for each of the 16 workers 

·  MaxFileSize = 52428800 for all workers accessing only VMFS partitions 

·  MaxFileSize = 104857600 for all workers accessing only the physical mode RDM partitions 

·  Run time of 10 minutes and a ramp up of 120 seconds 

We executed the test suite above twice and computed the baseline production performance by averaging the 
results of the two test runs. 

Test Case #3: Measure the Impact on Baseline Produc tion Performance When Using 
Storage Based Snapshots of the 4 @ RDM Devices 

In addition to providing a native VM snapshot function, VMware provides the capability to use storage based 
snapshots with ESX. Native VMware snapshots do not work with VM's that use physical mode RDM raw 
devices as datastores. Storage based snapshots are the only option when using physical mode RDM devices. 

Both the FAS2050 and EVA4100 provide the capability to create “storage based” snapshots of volumes used 
as physical mode RDM devices. This test case compares the impact on the baseline production performance 
measured in Test Case #2 above when a snapshot is active on the 4 @ physical mode RDM volumes created 
on both the FAS2050 and EVA4100. 

The EVA4100 allows users to create snapshots using either Vraid1 or Vraid5. We therefore conducted this 
test using both Vraid5 and Vraid1 snapshots of the virtual disks accessed as physical mode RDM devices. 
The snapshots created for this test were not presented to the VMware datacenter. For this test, we performed 
the following steps for both the FAS2050 and EVA4100. 

·  Ensure that no load was being generated against the storage under test 
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·  Using the relevant storage administration tools for each platform, create a separate snapshot of each 
of the 4 volumes being accessed as physical mode RDM devices by VMware 

·  After creating the snapshots, execute the IOMeter test suite defined above used to simulate the 
baseline production load on the storage under test and record the results. 

·  Delete the snapshots from the storage and restart all 16 of the VM’s participating in the test. 

·  Repeat the process above a second time and average the results of the two runs 

To measure the impact on the baseline production performance when using active storage based snapshots 
on both the FAS2050 and EVA4100, we compared the results reported by IOMeter to those generated during 
the baseline production performance testing described above. We normalized the baseline production 
performance to a score of 100 and then calculated the performance using snapshots relative to the baseline 
production performance using the following formula: 

·  100-((( Baseline Performance / Snapshot Performance ) / Baseline Performance ) * 100 ) 

Test Case #4: Measure the Impact on Baseline Produc tion Performance When Using 
Storage Based Snapshots of the 2 @ 500GB VMFS Parti tions 

In addition to providing a native VM snapshot function, VMware provides the capability to use storage based 
snapshots with ESX. Both the FAS2050 and EVA4100 provide the capability to create “storage based” 
snapshots of volumes used as VMFS datastores. This test case compares the impact on the baseline 
production performance measured in Test Case #2 above when a snapshot is active on the 2 @ VMFS 
volumes created on both the FAS2050 and EVA4100. 

The EVA4100 allows users to create snapshots using either Vraid1 or Vraid5. We therefore conducted this 
test using both Vraid5 and Vraid1 snapshots of the virtual disks accessed as VMFS devices. The snapshots 
created for this test were not presented to the VMware datacenter. For this test, we performed the following 
steps for both the FAS2050 and EVA4100: 

·  Ensure that no load was being generated against the storage under test 

·  Using the relevant storage administration tools for each platform, create a separate snapshot of each 
of the 2 volumes being accessed as VMFS partitions by VMware 

·  After creating the snapshots, execute the IOMeter test suite defined above used to simulate the 
baseline production load on the storage under test and record the results. 

·  Delete the snapshots from the storage and restart all 16 of the VM’s participating in the test. 

·  Repeat the process above a second time and average the results of the two runs 

To measure the impact on the baseline production performance when using active storage based snapshots 
on both the FAS2050 and EVA4100, we compared the results reported by IOMeter to those generated during 
the baseline production performance testing described above. We normalized the baseline production 
performance to a score of 100 and then calculated the performance using snapshots relative to the baseline 
production performance using the following formula: 

·  100-((( Baseline Performance / Snapshot Performance ) / Baseline Performance ) * 100 ) 

Test Case #5: Use FlexClone Volumes (FAS2050) and S napclones/Snapshots 
(EVA4100) to Duplicate a Production Environment for  Use by Test/Dev 

For this test case, we assume that there is a need to install a new Windows Service pack on the 12 VM's 
running in the ACME VMware datacenter that do not use physical mode RDM devices. Administrators are 
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understandably nervous about making these changes to production systems without having a chance to test 
the changes. As a result, they have asked that a test environment be provisioned to provide a duplicate of the 
production environment so they might test the impact on their applications of rolling out the service pack 
upgrade.  

The NetApp FAS2050 provides a mechanism called FlexClone volumes to create an exact, writable duplicate 
of a volume that initially consumes no additional storage. Using a FlexClone volume of an existing FlexVol 
volume allows administrators to present a writeable copy of the LUNS containing the production VMDK files 
that can be used to create clones of the production VM's for the test environment. 

The EVA4100 provides two mechanisms, namely Snapclones and Snapshots to provide this functionality. 
Snapclones are complete copies of a Vdisk that can be created and presented to the ESX hosts and used as 
the basis to clone individual VM's for the test environment. As discussed previously, snapshots are point in 
time copies of Vdisks that can be presented in read/write mode to hosts and used as the basis to clone 
individual VM's for the test environment. 

Like snapshots, the EVA4100 allows users to create Snapclones using either Vraid1 or Vraid5. We therefore 
conducted this test using both Vraid5 and Vraid1 Snapclones of the virtual disks accessed as VMFS devices. 
Additionally, we conducted this test using both Vraid5 and Vraid1 snapshots of the virtual disks accessed as 
VMFS devices.  

The metrics for this test case are similar to those for the storage based snapshot performance tests and are 
as follows: 

·  Record the amount of time required to create and present the FlexClone volume (FAS2050) or the 
Snapclone/snapshot (EVA4100) of the 2 @ 500GB production VMFS volumes on both the FAS2050 
and the EVA4100 to the VMware datacenter.  

·  Measure the impact, if any, on the baseline production performance of having the FlexClone volume 
(FAS2050) or the Snapclone/snapshot (EVA4100) of the 2 @ 500GB VMFS partitions active in the 
VMware datacenter. 

·  Measure the amount of additional storage required to provide the FlexClone volume (FAS2050) or the 
Snapclone/snapshot (EVA4100) of the 2 @ 500GB VMFS partitions for use in the test/development 
environment.  

Measure the Amount of Time Required to Create and P resent the Duplicate VMFS 
Partitions to the VMware Datacenter 
 
For this part of the test case, we used the administrative interfaces of the respective storage systems to 
create and present a duplicate of the two VMFS partitions on both the FAS2050 and EVA4100.  
 
For the FAS2050, we created a FlexClone volume of the two FlexVol volumes used as VMFS partitions by the 
datacenter. On the EVA4100, we alternatively created Snapclones and Snapshots of the two virtual disks 
used as VMFS partitions by the datacenter. After the process of creating the duplicate completed on each 
storage system under test, we then presented the duplicate storage to the VMware datacenter. 

Recall that in the snapshot performance test cases above, the copies of the RDM and VMFS data associated 
with the snapshots were not presented to the VMware datacenter for use. For VMware to see a storage 
based snapshot copy of a VMFS partition as an actual VMFS partition that it can use immediately, we set the 
following option using the VI Client for both ESX hosts.  

Advanced Settings -> LVM -> EnableResignature = 1  

 
After setting the option above, we rescanned all of the storage adapters to see the newly duplicated VMFS 
volumes. These volumes are automatically picked up as VMFS volumes by ESX and added to the list of 



 
 

 Server Consolidation Using VMware ESX Server 3.0.2 the NetApp FAS2050 vs. the HP EVA4100  25 

VMFS volumes available to each ESX host. ESX indicates that it detects these new volumes as associated 
with a storage based snapshot. 
 
This metric is complete when the ESX hosts can scan existing storage adapters and add the newly 
provisioned duplicates of the VMFS partitions for use as VMFS datastores. 
 
After completing this part of the test, we verified that the duplicated storage presented to the VMware 
datacenter contained valid VM data by creating a separate cloned VM on each ESX host that used VMDKs in 
the duplicated storage. After creating the cloned VM using the data from the duplicate volume, we started the 
cloned VM and ensured that it came up and ran Windows as expected. 
 
Because the steps involved in verifying the correctness of the duplicated data by creating a cloned VM was 
the same regardless of the storage under test, we did not include the time required to complete this step in 
any of the metrics for this test case. 

Measure the Impact on Baseline Production Performan ce 
 
This part of the test uses the same IOMeter test suite used to simulate the baseline production performance 
to measure the impact on the baseline production performance of having either a FlexClone volume,  
Snapclone or Snapshot active on the VMFS partitions. We performed the following steps on both the 
FAS2050 and EVA4100 after making the duplicate storage available to the VMware datacenter. 

·  Stop all IO's to the storage   

·  Start the newly created cloned VM on both ESX hosts. This VM did not generate load during the test 
but was running throughout. 

·  Execute the IOMeter test configuration from the production VM's and record the results 

·  Delete the cloned VM’s using the cloned VMFS partitions 

·  Delete the FlexClone volume, Snapclones or Snapshots on the storage under test. 

·  Restart the 16 production VM’s in the datacenter 

·  Re-create the FlexClone volumes, Snapclone or Snapshots on the storage under test, present the 
duplicate storage to the VMware datacenter and verify correctness by creating and starting a new VM 
that uses VMDKs from the cloned storage 

·  Repeat steps 1 – 3 above and average the results of the test runs 

To measure the impact on the baseline production performance when using FlexClone volumes, Snapclones 
or Snapshots on both the FAS2050 and EVA4100, we compared the results reported by IOMeter to those 
generated during the baseline production performance testing described in Test Case #2. We normalized the 
baseline production performance to a score of 100 and then calculated the performance using FlexClone 
volumes, Snapclones or Snapshots relative to the baseline production performance using the following 
formula: 

·  100-((( Baseline Performance / FlexClone/Snapclone/Snapshot Performance ) / Baseline 
Performance ) * 100 ) 

Measure the amount of additional storage required 

To measure the amount of additional storage required to provide the duplicate copy of the VMFS partitions to 
the VMware datacenter, we simply noted the amount of free space available before and after creating the 
duplicates of the VMFS partitions was completed on both the FAS2050 and EVA4100 using FilerView® and 
CommandView EVA respectively. 
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Test Cases Using VMware and NFS with the FAS2050 

A new feature with ESX 3.0.X is the ability to access storage from within VMware using NFS. During our 
comparison of the FAS2050 and EVA4100 using iSCSI, ACME asked that we demonstrate the capabilities of 
both the FAS2050 and EVA4100 to allow access to their respective storage using NFS.  

We found that the EVA4100 does not natively support NFS or other file based protocols. Like with iSCSI, HP 
provides add-on products for the EVA4100 that, with the addition of a separate server fronting the EVA4100, 
allows access to the EVA4100 using NFS. This product is called the “HP StorageWorks Enterprise File 
Services Clustered Gateway”  and is described in detail at the following URL: 

http://h18006.www1.hp.com/products/storageworks/efs/index.html 

Having to provide a separate server dedicated to providing NFS-based access to the storage on the EVA4100 
may not lend itself ideally to the concept of a “server consolidation” under VMware.  

However, we also found that the EVA4100 did not meet the requirements set forth by ACME that any storage 
system considered for use in the VMware datacenter must be certified by VMware for the specific 
configuration. Specifically, we did not find the EVA4100 listed in the VMware Storage Compatibility Guide 
for ESX Server 3.0 as certified for use in Network Attached Storage environments like those using the NFS 
protocol. As a result, we did not investigate the NFS capabilities of the EVA4100 for this testing. 

On the other hand, the FAS2050 provides native support for NFS as well as iSCSi and FCP in one unified 
storage solution and is a natural fit with file based paradigm of VMware. Additionally, the FAS2050 is listed as 
one of only a handful of storage system certified by VMware for use in Network Attached Storage 
configurations with ESX Server 3.0.  

In addition to the flexibility of providing multiple protocols in VMware, there are also the following potential 
benefits of using NFS in VMware to access NetApp storage: 

·  NFS based storage is thin provisioned by default under VMware allowing more effective utilization of 
storage compared to block protocols where LUN storage is considered used when it is allocated 

·  Restoring VM's from storage based snapshots are considerably simpler using NFS  

However, because the FAS2050 provided native support for NFS and was certified by VMware for use with 
ESX Server 3.0 in Network Attached Storage environment, we created a series of additional test cases to 
demonstrate how to provide storage to the VMware datacenter using NFS on the FAS2050 as well as 
demonstrate a number of advantages of using NFS with VMware. The remainder of this section provides the 
details of test cases we conducted to examine the benefits of using NFS based storage with VMware. 

Test Case #6: Demonstrate Thin Provisioned NFS Stor age for Use in a VMware 
Datacenter Using the FAS2050 

Thin provisioning provides storage on demand while traditional provisioning preallocates storage. The value 
of thin provisioned storage is that storage is treated as a shared resource pool and storage is consumed only 
as each individual VM requires it. This sharing has the potential to increase the total utilization rate of storage 
by eliminating the unused yet provisioned areas of storage associated with traditional storage. 

By default, VMware uses a “thick provisioned” storage allocation scheme that allocates the entire amount of 
storage requested to a VM. Once allocated to the VM, this storage is unavailable for other uses. If the storage 
assigned to the VM is never completely used, it can lead to pockets of storage that are over provisioned and 
under utilized potentially lowering the overall utilization of the storage. We used the default provisioning 
method in VMware for all of the iSCSI based test cases defined in this test report. 

Both VMware and NetApp provide methods for increasing the storage utilization rate via thin provisioning 
VMware offers a thin format version of its virtual disk (VMDK) for use with iSCSI and FCP. However, both 
protocols require additional administration to configured storage in a “thin provisioned” format.  
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Unlike iSCSI or FCP, VMDK files which reside on NFS data stores are in the thin format by default. There is 
no additional configuration required under VMware to allow NFS datastores to operate in the thin format.  

The remainder of this test case defines how we demonstrated the potential benefits of thin provisioning using 
VMware and NFS on the FAS2050. For this test, we used the FAS2050 to configure and provision NFS based 
datastores for 4 new VM's to be added to the existing VMware ESX Datacenter. Like the existing VM’s using 
iSCSI storage, these new VM's will be running Windows Server 2003 Enterprise Edition and Service Pack 2.  

The requirements for the additional NFS based storage are as follows:   

·  Provide 2 @ 160GB volumes and present them to the ESX hosts for use by new VM’s with NFS 

To provide the storage, we created a 200GB FlexVol volume on each of the FAS2050 storage controllers 
using default values for snapshot reserve resulting in a total of 160GB of storage available for use. We then 
configured the access permissions on each FlexVol volume such that VMware could access the storage using 
NFS and presented the new storage to VMware by rescanning the storage adapters from within the VI Client. 
We then created a total of 2 VM's on each ESX host running Windows Server 2003 and SP2 using the same 
procedures as specified previously for the other 16 Windows VM's. As with the creation of the other VM’s, 
there is no metric associated with this step but it is required for the remaining test cases. 

These new VM’s were added to the existing VMware datacenter already configured primarily with iSCSI 
storage. Therefore, for simplicity, we configured these new VM’s to use the same iSCSI based temporary and 
swap partitions as all of the other iSCSI based VM’s. Were the VMware datacenter being created from 
scratch to use NFS, we would have created temporary and swap partitions on the storage and accessed them 
using NFS in the same way the current VM’s use iSCSI. 

We configured the four new VM's created on each ESX host to use the storage as follows: 

·  Each of the two VM's on each storage controller used a 75GB partition on which we installed 
Windows. This 150GB of space is provisioned from the 160GB flexible volume created on each 
storage controller  

·  We aligned these partitions properly for use with Windows in the same manner required for the 
VMDK's using iSCSI.  

After creating the VM’s we installed Windows Server 2003 Enterprise Edition and Service Pack 2 on each of 
the four VM’s. After installing Windows, we recorded the amount of storage used and amount of free space 
available for the NFS partitions as reported by the VI Client. We then compared these amounts to similar 
amounts recorded after installing Windows on the 16 initial VM’s using iSCSI.  

We then computed the amount of storage allocated to VM’s but not used for both the iSCSI and NFS 
partitions using the following formula: 

·  (Amount of Storage Assigned to the VM’s) – ( Amount of Storage Required for Windows ) 

Test Case #7: Simulate and Measure the Baseline Pro duction Load Generated by the 
VMware Datacenter Including the NFS-based VM's 

Once the additional 4 VM's have been added to the datacenter, we conducted a series of new baseline 
performance tests with no active snapshots to determine the average daily load placed on the FAS2050 
during daily production operations with the additional NFS based VM's. These measurements will later be 
used to determine the impact on performance when using snapshots and performing other administrative 
operations from VMware. 

For this test, we made no changes to the configurations of any of the 16 existing VM’s that were using iSCSI 
as described in Test Case #2. The 4 new VM’s accessing storage using NFS presented two disk targets to 
the IOMeter controller as follows.  
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·  The 75GB VMDK where Windows was installed (c :\) 

·  The 4GB VMDK used for storing the Windows virtual memory and temporary files (e :\) 

For each of these VM’s, we configured IOMeter to create a 50GB data file only in the VMDK where Windows 
was installed. During testing, all load from these 4 VM’s was directed solely to that target. 

The resulting configuration for the baseline performance tests consisted of 4 @ 50GB data files accessed 
directly through NFS, 4 @ 50GB data files accessed as physical mode RDM devices using iSCSI and 12 @ 
25GB data files accessed through VMFS using iSCSI. 

To simulate the baseline production performance, we created an IOMeter test suite to target the VMDK’s and 
RDM devices from the 20 VM’s in the datacenter as described above. The specifics of the test are as follows:  

·  100% random, 60% read, 40% write, 8K request size, 8K aligned IOs 

·  2 outstanding IOs for each of the 16 workers 

·  MaxFileSize = 52428800 for all workers accessing only VMFS partitions 

·  MaxFileSize = 104857600 for all workers accessing NFS partitions 

·  MaxFileSize = 104857600 for all workers accessing only RDM partitions 

·  Run time of 10 minutes and a ramp up of 120 seconds 

We executed the test suite above twice and computed the baseline production performance by averaging the 
results of the two test runs. 

Test Case #8: Performance Impact of Using Storage B ased Snapshots in VMware 
with NFS on the FAS2050 
 

In addition to providing a native VM snapshot function, VMware provides the capability to use storage based 
snapshots with ESX. The FAS2050 provides the capability to create “storage based” snapshots of volumes 
used as datastores accessed using NFS. This test case compares the impact on the baseline production 
performance measured in Test Case #7 above when a snapshot is active only on the 4 @ NFS volumes 
created on the FAS2050. 

For this test, we performed the following steps for the FAS2050. The snapshots created for this test were not 
presented to the VMware datacenter. 

·  Ensure that no load was being generated against the storage under test 

·  Using the ONTAP command line tools, we created a separate snapshot of each of the 4 volumes 
being accessed as NFS partitions by VMware 

·  After creating the snapshots, we executed the same IOMeter test suite defined in Test Case #7 
above to simulate the baseline production load on the storage under test with active snapshots and 
record the results. 

·  Delete the snapshots from the storage and restart all 20 of the VM’s participating in the test. 

·  Repeat the process above a second time and average the results of the two runs 

To measure the impact on the baseline production performance when using active storage based snapshots 
on the FAS2050, we compared the results reported by IOMeter to those generated during the baseline 
production performance testing described in Test Case #7 above. We normalized the baseline production 



 
 

 Server Consolidation Using VMware ESX Server 3.0.2 the NetApp FAS2050 vs. the HP EVA4100  29 

performance to a score of 100 and then calculated the performance using snapshots relative to the baseline 
production performance using the following formula: 

·  100-((( Baseline Performance / NFS Snapshot Performance ) / Baseline Performance ) * 100 ) 

Test Case #9: Restoring VM's Using Storage Based Sn apshots and NFS in a VMware 
Environment 

For this test case we compared the number of steps and elapsed time required to restore two VM's in the 
datacenter from an existing, storage based snapshot on the FAS2050 using NFS and iSCSI. To conduct this 
test, we executed the following steps.  

·  Choose one of the ESX host systems in the datacenter and identify the FAS2050 storage controller 
hosting both the iSCSI and NFS based storage  

·  On the ESX Server host, select a VM that's using an iSCSI VMFS datastore and not using RDM's  

·  On the ESX Server host, select a VM that's using an NFS datastore  

·  Copy a designated set of data files approximately 1GB in size onto the c:\ drive of each VM selected 
above  

·  On the FAS2050, create a snapshot of the 500GB FlexVol volumes providing iSCSI storage and a 
second snapshot of the 200GB FlexVol volume providing the NFS based storage to the ESX host.  

·  Delete the designated set of data files from the VM's under test  

·  Power off these VM's  

·  Restore the VM's to the previous state ( i.e. each VM will again have the set of designated data files ) 
using their respective snapshots  

·  Record the number of steps and the amount of time required to restore each of the VM's from 
snapshot  
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Appendix A. Configuring the VMware ESX 3.0.2 Datace nter 
 
This appendix provides the details of how we configured the ACME VMware Datacenter. It includes sections 
on the physical hardware and network devices used as well as how the VM’s were configured for both the 
iSCSI and NFS based tests. 
 
VMware Datacenter Physical and Network Components 
Before executing any of the test cases listed in this report, we assembled a set of servers and networking 
components to create the physical infrastructure in which the ACME VMware datacenter would access both 
the FAS2050 and EVA4100. Figure 5 below provides a graphical representation of the ACME VMware 
configuration and shows both the FAS2050 and EVA4100 and all other components required for their 
operation. Please refer to Appendix D of this test report for the specific configuration of each component. 

 

Figure 5. ACME VMware Datacenter Network Diagram 

The ACME VMware datacenter contained two IBM x3650 servers running VMware ESX 3.0.2. We obtained 
the freely available download of ESX 3.0.2 from the VMware web site and used the associated 30-day license 
key to enable all the required features. We used a Fujitsu-Siemens RX300 server to run the VMware VI3 
Management Client software to administer the ACME datacenter. From this system, we created and 
configured the VM’s that accessed the storage on both the FAS2050 and EVA4100. We also utilized the 
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Fujitsu-Siemens server as a VMware license server and to host the IOMeter controller software used to 
measure performance during the testing. 

The FAS2050 was configured with a total of 48 @ 144GB/15K RPM disk drives. The FAS2050 contains a set 
of 20 @ 144GB/15K RPM SAS drives configured in the primary storage enclosure and another set of 28 @ 
144GB/15K FC drives housed in two separate expansion shelves. The EVA4100 contained a total of 48 @ 
146GB/15K FC drives housed in 4 separate enclosures. 

We connected both the FAS2050 and EVA4100 to the VMware ESX hosts using a 48 port Cisco Catalyst 
4948 Gigabit Ethernet switch. We connected a single GigE port on each of the FAS2050 storage controllers 
directly into the GigE switch to allow the ESX hosts to have access to the data on the FAS2050 using the 
iSCSI protocol.  

The EVA4100 does not natively support the iSCSI protocol and required that a separate device called the 
mpx100 be configured into the network to allow access to the storage using iSCSI. The mpx100 contains a 
group of FC ports that connect either directly to the front end FC ports on the EVA4100 or into an existing FC 
based fabric of which the EVA4100 is a participant. The mpx100 device also contains a set of GigE ports that 
connect into an existing Ethernet infrastructure and allow host systems using the iSCSI protocol to access 
data on the EVA4100. 

As there was no existing FC fabric, we followed the instructions in the mpx100 documentation and configured 
the device in “direct attach” mode. This is shown in the network diagram above and consisted of connecting 
the two FC ports on the mpx100 directly to the front end FC ports on the EVA4100( one FC connection per 
each of the EVA4100 storage processors ). We then connected the Ethernet ports of the mpx100 directly into 
the Cisco switch. 

In addition to the mpx100, the network diagram shows the use of an HP StorageWorks SAN switch required 
for administering the EVA4100 using the CommandView EVA software.  

Creating the VM’s for Both iSCSI and NFS Tests 
 
During these tests, we configured a total of 20 VM’s in the ACME VMware datacenter for use with both iSCSI 
and NFS. The remainder of this section provides the specifics of how we configured each of the VM’s for use 
in these tests. Because the requirements for these steps were the same regardless of the storage, there are 
no test metrics associated with these activities.  

Adding VM's to the Datacenter for Use With iSCSI  

After provisioning the storage and adding it into the datacenter, we created a total of 8 VM's on each ESX 
host running Windows Server 2003 Enterprise Edition and SP2. On all 16 of the VM's, we created a 50GB 
VMDK where we installed Windows. We provisioned the 50GB VMDK from the 500GB LUN/Vdisks 
provisioned on the FAS2050 or EVA4100 used as a VMFS partition in the datacenter.  

For optimal performance, VMware recommends that VMDKs be properly aligned under the specific host OS. 
To ensure that all of the VMDK's used for this test were properly aligned under Windows, we aligned each of 
the 16 @ 50GB VMDKs before installing Windows Server 2003 Enterprise Edition. There are multiple ways to 
accomplish this. However, for simplicity, we used the method described in the steps below for both the 
FAS2050 and EVA4100: 

·  Create a master VM on each ESX host that contains only a single, 10GB VMDK provisioned out of 
the 500GB VMFS partition presented to each of the ESX hosts  

·  Install Windows Server 2003 Enterprise Edition/SP2 and the VMware Tools on the master VM  

·  On each of the ESX hosts, we used the GUI to add a total of 8 additional 50GB VMDK’s to the master 
VM. When creating the additional disks, we specified that the disks should be stored in the 500GB 
VMFS partition and not stored with the VM.  
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·  Start the master VM's and use the Windows Disk Management tools to scan and initialize each of the 
new 50GB VMDK’s now presented to the master VM.  

·  Using the Windows diskpart utility in each master VM to create a primary partition on each of the 
newly discovered 50GB disks that is aligned on a 4K boundary as follows:  

o create partition primary align=32  

·  From the VI Client GUI, power off the master VM on each ESX host.  

·  Create 8 new VM’s on each of the ESX hosts. At creation, specify that each VM will run MS Windows 
Server 2003 and give each VM a total of 1GB (i.e. 1024KB) of memory while accepting the defaults 
for all other options.  

·  For each new VM created, assign one of the aligned VMDKs associated with the master VM. When 
creating the VM's we selected the "custom" option to allow a specific "existing" VMDK to be assigned 
to the new VM.  

·  Repeat this process for each of the new VM's.  

·  Once the process is complete, edit the settings on the master VM and remove each of the aligned 
50GB VMDK’s from the master VM.  

·  Install Windows Server 2003 Enterprise Edition and SP2 on each of the 16 VM’s 

Adding VM's to the Datacenter for Use With NFS  

After provisioning the storage and adding it into the datacenter, we created a total of 2 VM's on each ESX 
Server host running Windows Server 2003 Enterprise Edition and SP2. On all 4 of the VM's, we created a 
75GB VMDK where we installed Windows. We provisioned the 75GB VMDK from the 200GB FlexVol volume 
provisioned on the FAS2050 presented as a 160GB NFS partition in the datacenter.  

For optimal performance, VMware recommends that VMDKs be properly aligned under the specific host OS. 
To ensure that all of the VMDK's used for this test were properly aligned under Windows, we aligned each of 
the 4 @ 75GB VMDKs before installing Windows Server 2003 Enterprise Edition. There are multiple ways to 
accomplish this. However, for simplicity, we used the method described in the steps below for both the 
FAS2050 and EVA4100: 

·  On each of the ESX hosts, we used the GUI to add a total of 2 additional 75GB VMDK’s to the master 
VM. When creating the additional disks, we specified that the disks should be stored in the 160GB 
NFS partition and not stored with the VM.  

·  Start the master VM's and use the Windows Disk Management tools to scan and initialize each of the 
new 75GB VMDK’s now presented to the master VM.  

·  Using the Windows diskpart utility in each master VM to create a primary partition on each of the 
newly discovered 75GB disks that is aligned on a 4K boundary as follows:  

o create partition primary align=32  

·  From the VI Client GUI, power off the master VM on each ESX host.  

·  Create 2 new VM’s on each of the ESX hosts. At creation, specify that each VM will run MS Windows 
Server 2003 and give each VM a total of 1GB (i.e. 1024KB) of memory while accepting the defaults 
for all other options.  
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·  For each new VM created, assign one of the aligned VMDKs associated with the master VM. When 
creating the VM's we selected the "custom" option to allow a specific "existing" VMDK to be assigned 
to the new VM.  

·  Repeat this process for each of the new VM's.  

·  Once the process is complete, edit the settings on the master VM and remove each of the aligned 
75GB VMDK’s from the master VM.  

·  Install Windows Server 2003 Enterprise Edition and SP2 on each of the 4 VM’s 

Modifying the Basic Windows Installation for VM’s U sing iSCSI 

After creating the 16 new VM's for the testing as described above for both the FAS2050 and EVA4100, we 
performed the following general steps on each of the VM's now configured with Windows. 

·  Install the VMware Tools package  

·  Install the IOMeter dynamo application( version 2006.07.27 )  

After installing Windows and IOMeter on each of the VM's, we configured 4 of the 16 VM's to use a physical 
mode RDM device as follows: 

·  Select two of the VM's from each ESX server and create a second disk on each VM for use as a 
physical mode RAW RDM device. For these disks, we used the 4 @ 75GB LUNs/Vdisks created on 
the FAS2050 and EVA4100.  

·  For the FAS2050, we created the 75GB LUNS accessed as RDM devices using the “Windows” type 
in FilerView. This allows for proper alignment under Windows simply by formatting normally using 
NTFS.  

·  For the EVA4100, we used diskpart as described above to create properly aligned partitions before 
formatting the disk using NTFS.  

·  On each of the selected VM's using the physical mode RDM devices, we formatted the total space 
available in the new disk using NTFS. We then assigned a drive letter to each RDM device within 
Windows.  

Modifying the Basic Windows Installation for VM’s U sing NFS 

After creating the 4 new VM's for the testing as described above for the FAS2050, we performed the following 
general steps on each of the VM's now configured with Windows. 

·  Install the VMware Tools package  

·  Install the IOMeter dynamo application( version 2006.07.27 )  

·  On each of the selected VM's using the NFS partitions, we formatted the total space available in the 
new disk using NTFS and assigned a drive letter to the disks within Windows.  

 

 

Separating the Transient/Temporary Data from the Va lid Data  

After installing and configuring Windows on each of the VM's as defined above, we made the changes 
described in this section to separate the temporary data associated with each of the VM’s from the valid 



 
 

 Server Consolidation Using VMware ESX Server 3.0.2 the NetApp FAS2050 vs. the HP EVA4100  34 

production data stored in the primary VMFS partition. This involved moving the location of the Windows virtual 
memory file and temporary directories to different VMFS partitions created specifically for this purpose.  

These changes are best practices when using NetApp storage with VMware and should be undertaken when 
using any storage system with VMware where snapshots of the VM's will be maintained. Separating the 
temporary data from the production data minimizes the sizes of resulting snapshots and reduces the amount 
of network traffic associated with remote mirroring operations. This allows for maximum data efficiency when 
using storage based snapshots under VMware.  

For each VM running Windows, we edited the settings and added a new 4GB VMDK provisioned from the 
50GB temporary VMFS partition created during the initial storage provisioning described in Test Case #1. For 
these tests, 4GB is enough to hold the maximum virtual memory file and provide additional space for 
temporary files. 

For simplicity, we configured all the VM’s using both iSCSI and NFS to use the same iSCSI based temporary 
and partitions as all of the other iSCSI based VM’s. Were the VMware datacenter being created from scratch 
to use NFS, we would have created temporary and swap partitions on the storage and accessed them using 
NFS in the same way the current VM’s use iSCSI 

For both the FAS2050 and the EVA4100, we used diskpart as described above to create a properly aligned 
partition within Windows before formatting the disk as an NTFS partition. After creating the aligned partition, 
we formatted all of the available capacity as an NTFS partition and assigned it a drive letter to make the disk 
available to Windows. 

Once the 4GB temporary VMDK is available, we made the following registry modifications on all 20 of the 
VM’s to change the default locations of the virtual memory file and temporary directories.  

·  Move the location of the Windows page file:  

o [HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Control\Session Manager\Memory 
Management]"PagingFiles"="E:\pagefile.sys"  

·  Move the location of the Windows temporary files:  

o [HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Control\Session 
Manager\Environment]"TEMP"="E:\\"  

o [HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Control\Session 
Manager\Environment]"TMP"="E:\\"  

o [HKEY_CURRENT_USER\Environment]"TEMP"="E:\\"  

o [HKEY_CURRENT_USER\Environment]"TMP"="E:\\"  

o [HKEY_USERS\.DEFAULT\Environment]"TEMP"="E:\\"  

o [HKEY_USERS\.DEFAULT\Environment]"TMP"="E:\\"  

Separating the VMware Swap File from the Valid Data  

For each running VM, VMware creates a temporary swap file that, by default, is stored with the files that make 
up the VM. Like the Windows virtual memory file, this VMware swap file is transient in nature and should be 
separated from the VMDK's hosting the valid data files. Separating the VM specific swap files ensures that 
only important data is saved when using snapshots and mirroring applications on large VMFS partitions. 

Changing the location of the VMware swap file is a simple matter of modifying the configuration file for each 
individual VM and adding in a new line that specifies the new location. For these tests, we specified the 
vm_swap_vol VMFS partition created during the basic storage provisioning defined in Test Case #1.  
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For simplicity, we configured all the VM’s using iSCSI and NFS to use the same iSCSI based swap partitions 
as all of the other iSCSI based VM’s. Were the VMware datacenter being created from scratch to use NFS, 
we would have created temporary and swap partitions on the storage and accessed them using NFS in the 
same way the current VM’s use iSCSI 

To make the change, we performed the following steps on all of the VM’s in the datacenter: 

·  Power off the VM  

·  On each of the ESX hosts, change into the directory where the VMDKs are stored for each VM  

·  Use VI to edit the file <vm_name.vmx> and add the following line:  

o sched.swap.dir = /vmfs/volumes/vm_swap_space  

·  Restart the VM  

·  Verified that the VM swap file was correctly created for that VM in the vm_swap_space VMFS volume  

The View from the ACME VMware Datacenter 

After configuring the VMware datacenter, we had provisioned identical sets of storage on each of the storage 
controllers of both the FAS2050 and EVA4100. We presented the storage from each of the storage controllers 
to only one of the two ESX hosts in the datacenter. This way, we ensured that both ESX hosts had access to 
the same amount and type of storage and that during the performance tests we could verify that both ESX 
hosts were generating the identical load and that load was being distributed evenly across both storage 
controllers on the FAS2050 and EVA4100 

Figures 6 and 7 below show how we configured the ACME VMware datacenter for these tests from the VI3 
Client software. The first figure shows the high level view and shows both of the ESX 3.0.2 hosts and all the 
associated VM’s for both the FAS2050 and EVA4100. It also shows the different VMFS partitions used by the 
VM’s during the testing. 
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Figure 6. ACME VMware Datacenter Storage and VM Con figuration 

The second figure below shows the network configuration used within VMware from one of the ESX hosts. 
This was the identical configuration used for both ESX hosts. We configured two networks within VMware. 
One of the networks is used internally to transfer data between the VM’s and can be seen in the figure as 
hosting all 19 of the VM’s assigned to this ESX host. The second network is used solely to transfer data 
between the VM’s and the storage systems providing the data.  

During tests, we verified using the VMware esxtop function that the load generated during the performance 
tests was indeed being directed over the proper network.  
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Figure 7. ACME VMware Datacenter Network Configurat ion 
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Appendix B. Specific Provisioning Steps Required on  the FAS2050 Using 
iSCSI 

This section provides the specifics of the steps required to configure the FAS2050 to provide iSCSI storage to 
the ACME VMware datacenter for Test Case #1. 

The FAS2050 contains a set of 20 @ 144GB/15K RPM SAS drives and 28 @ 144GB/15K FC drives. We 
installed Data ONTAP on three of the SAS drives on the first storage controller using a RAID-DP configuration 
and on three of the FC drives on the second storage controller using RAID-DP.  

The remaining 17 SAS drives are owned by one of the FAS2050 storage processors. We configure these 
drives as follows:  

·  Used FilerView to increase the RAID group size from the default of 16 to 19 for the aggregate 
(aggr0). 

·  Used FilerView to add the remaining 17 SAS drives into the existing aggregate (aggr0). By default, 
ONTAP kept 2 of the disks as spares. 

·  After adding the remaining disks, we added one of the two SAS spares to the aggregate using the 
following command line aggr add aggr0 1 . The result is a single aggregate with one RAID group 
(17+2) containing 17 data drives, 2 parity drives and a single spare. 

The remaining 25 FC drives are owned by the other FAS2050 storage processor. We configured these drives 
as follows:  

·  Used FilerView to change the RAID group size from the default of 16 to 14. 

·  Used FilerView to add the remaining 25 FC drives into the existing aggregate (aggr0). By default, 
ONTAP kept 2 of the disks as spares. 

·  After adding the remaining disks, we added one of the two FC spares to the aggregate using the 
following command line aggr add aggr0 1 . The result is a single aggregate with  2 @ RAID groups 
(12+2 and 11+2) containing 23 data drives, 4 parity drives and a single spare. 

For each existing aggregate, we disabled automatic snapshots that might be scheduled using the following 
command from the command line tool:  

·  snap sched -A aggr0  0 0 0 

After configuring the aggregates described above, we created a number of FlexVol volumes and LUNs to 
present to the ESX hosts in the VMware datacenter. There are a total of 3 FlexVol volumes that will be used 
by the VM's to house important, production data. There are 2 others that provide transient, temporary storage 
for things like pagefiles and temporary directories. These are configured as follows: 

On each of the aggregates, we created the following set of FlexVol volumes using FilerView to provide 
storage for the ESX hosts/VM's. During creation, we set the snapshot reserve for each volume to 0.  

·  vmfs_data_vol - 600GB used to provide VMFS datastores for the VM’s 

·  rdm_data_vol1 - 100GB used to provide physical mode RDM devices for the VM's 

·  rdm_data_vol2 - 100GB used to provide physical mode RDM devices for the VM's  

·  temp_vol - 50GB used to provide space for VM pagefiles and temporary directories separate from the 
data volumes  
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·  vm_swap_vol - 25GB used to store swap files created by VMware for each VM 

Per NetApp best practices, we changed the amount of fractional reserve on only the FlexVol volumes 
providing VMFS and physical mode RDM access to a value of zero using the following command 

·  vol options <vol_name>  fractional_reserve 0  

On the FAS2050, we provisioned slightly more storage for those FlexVol volumes than was required by 
ACME in order to accommodate the use of snapshots during the tests. In the real world, administrators would 
determine the amount of additional space required for snapshots by monitoring the storage used by 
snapshots and making the required adjustments. For simplicity, we simply added a fixed amount of storage to 
the FlexVol volumes over and above that required by the ACME VMware datacenter. 

We found that the EVA4100 does not require additional space be allocated initially for snapshots but 
consumes additional space as needed from the generally available free space. However, in the end, the 
FAS2050 and EVA4100 both require similar amounts of additional space to simultaneously maintain 
production data and snapshot copies of that data. 

As with the aggregates, we disabled any automatic, scheduled snapshots when creating the FlexVol volumes. 
From the ONTAP command line tool, we issued the following command for each of the FlexVol volumes 
created above:  

·  snap sched <vol_name> 0 0 0 

Per NetApp best practices (http://www.netapp.com/library/tr/3428.pdf), if fractional reserve is set to zero on a 
FlexVol volume and you plan to use snapshots with those volumes, the following additional steps are 
recommended to ensure that there is always enough space in each of the volumes to ensure that writes don't 
fail. The following commands, issued for each FlexVol volume containing production data above, monitor the 
available space in the FlexVol volume and automatically take steps to either add more space to the FlexVol 
volume or delete older snapshot copies that might exist to free up additional space. The swap and temporary 
FlexVol volumes are transient in nature and will not use snapshots. As a result, there is no need to enable the 
autosizing features described below for those FlexVol volumes. 

The following commands, issued for each of the three FlexVol volumes providing production data storage for 
VM's, provide guidelines on how the size of the FlexVol volumes will be automatically increased should this 
be necessary. 

·  vol autosize vmfs_data_vol -m 800g -i 25g ( allow the volume to grow to a maximum of 800GB in 
25GB increments )  

·  vol autosize rdm_data_vol1 -m 200g -i 10g ( allow the volume to grow to a maximum of 200GB in 
10GB increments )  

·  vol autosize rdm_data_vol2 -m 200g -i 10g ( allow the volume to grow to a maximum of 200GB in 
10GB increments )  

The following commands, issued for each FlexVol volume providing data storage for VM's, provide guidelines 
on which snapshots to delete when free space on the FlexVol volume reaches a specific threshold. In these 
cases, we configured ONTAP to start deleting the oldest existing snapshots when free space in the FlexVol 
volumes reaches 10 percent (or 90 percent full). We enabled the snapshot autodelete policy on each of the 
FlexVol volumes and then configured the remaining parameters as follows: 

·  snap autodelete <volume_name> on  

·  snap autodelete <volume_name> commitment try trigger volume target_free_space 10 delete_order 
oldest_first  
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Finally, we issued the following commands to give ONTAP instructions on which order to implement the 
above instructions should the free space in the FlexVol volumes providing production data storage reach 10 
percent. These commands, issued per each of the three FlexVol volumes providing production data, instruct 
ONTAP to try increasing the size of the FlexVol volume before actually deleting any existing snapshots: 

·  vol options <volume_name> try_first volume_grow  

After creating and configuring the FlexVol volumes above, we used FilerView to create a set of LUNS in the 
FlexVol volumes that met the storage requirements of the ACME VMware datacenter. We created the 
identical set of LUNs on each of the FAS2050 storage controllers. Table 7 below shows the name and size of 
each of the LUNS and the name and size of the associated FlexVol volume. 

 

 
FlexVol 
volume 

 
 

LUN Name 

 
 

LUN Type 

FlexVol 
volume 

Size(GB) 

 
LUN size 

(GB) 
vmfs_data_vol vmfs_data_lun VMware 600 500 
rdm_data_vol1 rdm_data1 Windows 100 75 
rdm_data_vol2 rdm_data2 Windows 100 75 

temp_vol temp_lun VMware 50 50 
vm_swap_vol vm_swap_lun VMware 25 25 

Table 7. iSCSI Storage Configured on the FAS2050 

As described above, the allocated space in the FlexVol volume size column is larger than the LUN size 
column for the VMFS and RDM FlexVol volumes in order to accommodate space for snapshot copies of those 
volumes. 

After creating the FlexVol volumes and LUNS above, we presented the storage to the iSCSI initiators on the 
ESX hosts. We presented the storage on each of the FAS2050 storage processors to only one ESX host. 
This allowed each ESX host to have exclusive access to one of the two FAS2050 storage processors. To 
accomplish this, we executed the steps below: 

·  Determine the iSCSI initiator name from each of the ESX hosts  

·  Using FilerView, we created an "igroup" on each of the FAS2050 storage processors containing the 
iSCSI node name that will be accessing the storage  

·  Using FilerView, we assigned the igroups to each of the LUN's created above so that each LUN is 
then mapped to the designated iSCSI initiator on the ESX hosts.  

Once the LUNs have been mapped, we executed the following general steps to add the provisioned storage 
to the ESX hosts. 

·  Rescan ESX host storage adapters to see the newly provisioned storage. Add the appropriate 500GB 
disk to each of the ESX hosts as a VMFS volume for use when creating VM's.  

·  The 4 @ 75GB disks were used later as physical mode RDM devices in the VM's. As a result, we did 
not add them to the ESX hosts as VMFS partitions at this point.  

·  We added the 50GB and 25GB temp and swap storage to the ESX host as VMFS partitions.  
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Appendix C. Specific Provisioning Steps Required on  the EVA4100 for 
iSCSI 
 

This section provides the specifics of the individual steps required to configure the EVA4100 to provide iSCSI 
storage to the ACME VMware datacenter for Test Case #1. There were two distinct pieces of the 
configuration that required significant blocks of time. These included the setup and configuration of the 
mpx100 device required to allow the EVA4100 to handle iSCSI traffic and the provisioning and presentation of 
the storage for use by the ACME VMware datacenter. As a result, we’ve broken this section out into the steps 
required to complete each of these tasks. 

Configuring the MPX100 
 

The MPX100 device used to provide iSCSI access to the EVA4100 was set to factory default status to ensure 
a “clean” starting point with the device. We downloaded the latest EVA iSCSI Configuration Software from HP 
Web site.  The latest version of the software release was pre-installed, so although this step was checked, no 
additional work was required. 

Because ACME Corp. did not have an existing Fibre Channel fabric in place, we configured the MPX100 to 
provide iSCSI access using direct attach mode. The process is described quite well in the EVA4100 iSCSI 
Connectivity User Guide documentation available from the following URL:   

http://bizsupport.austin.hp.com/bc/docs/support/SupportManual/c01150267/c01150267.pdf 

We executed the steps below to configure the MPX100 as required to handle the FCP to iSCSI connectivity 
required for completing the test cased defined in this report.  Where appropriate, we provide the page 
numbers to reference the specific steps followed from the EVA iSCSI Connectivity User Guide. We provide a 
graphical representation of the complete EVA4100/MPX100 configuration in Appendix A of this report. 

We began by rack-mounting the MPX100 device, connecting the MGMT port to the Cisco Catalyst 4948 
Gigabit Ethernet Switch and power on the unit. This is described in detail on pages 34-40 of the user 
documentation and allowed us to begin configuring the MPX100.  

After connecting the MPX100 into the existing Ethernet infrastructure, we established initial connectivity to the 
MPX100 device using a laptop and crossover cable connected directly to the MPX100 MGMT port.  The 
MPX100 arrived pre-configured with a 10.0.0.1/8 IP address. We configured the laptop with IP 10.0.0.2/8 and 
verified the connectivity. We then modified the IP address on the MPX100 so that it could be administered 
remotely using the HP Command View EVA software installed on the VMware VI3 Client server.  

Additionally, we installed the MPX Manager software on the VI3 Client server to complete the configuration of 
the MPX device.  We configured the IP addresses of the GE1 and GE2 ports so that they were accessible 
from our test network.  

Provisioning and Presenting Storage to VMware 

Once the EVA4100 has been configured to use iSCSI, we provisioned a set of virtual disks for use by 
VMware that met the storage requirements of the ACME VMware datacenter. To provision the storage on the 
EVA4100 we executed the following steps.  

The EVA4100 contained a set of 48 @ 144GB/15K RPM FC drives. Using the HP CommandView EVA 
software, we created two disk groups each containing a total of 24 drives. On each of the disk groups, we 
created the following set of VDisks to provide storage for the ESX hosts/VM's  

·  vmfs_data_vol - 500GB used to provide VMFS datastores for the VM’s 
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·  rdm_data_vol1 - 75GB used to provide physical mode RDM devices for the VM's 

·  rdm_data_vol2 - 75GB used to provide physical mode RDM devices for the VM's 

·  temp_vol - 50GB used to provide space for VM pagefiles and temporary directories separate from the 
data volumes 

·  vm_swap_vol - 25GB used to store swap files created by VMware for each VM 

As for the FAS2050, we configured each of the EVA4100 storage processors to handle the load from one and 
only one of the ESX hosts. This involved assigning one of the EVA4100 storage processors to handle all 
request to a specific set of virtual disks. To make the assignment, we used the CommandView EVA tool to 
assign failover/failback options to the virtual disks as follows: 

·  We assigned the option Path A-Failover/Failback to all the virtual disks created on disk group 1 

·  We assigned the option Path B-Failover/Failback to all the virtual disks created on disk group 2 

After creating the virtual disks above, we presented the storage to the iSCSI initiators on the ESX hosts. 
Again, we presented the storage managed by each of the EVA4100 storage processors to only one ESX host. 
This allows each ESX host to have exclusive access to one of the two EVA4100 storage processors. To 
accomplish this, follow the general steps below: 

·  Using CommandView EVA, we created host entries for each of the ESX hosts  

·  Using the iSCSI initiator name from each of the ESX hosts, we presented the storage to the 
respective ESX host 

After presenting the virtual disks to the ESX hosts, we executed the following general steps to add the 
provisioned storage to the ESX hosts. 

·  Rescan ESX host storage adapters to see the newly provisioned storage. Add the appropriate 500GB 
disk to each of the ESX hosts as a VMFS volume for use when creating VM's.  

·  The 4 @ 75GB disks were used later as physical mode RDM devices in the VM's. As a result, we did 
not add them to the ESX hosts as VMFS partitions at this point.  

·  We added the 50GB and 25GB temp and swap storage to the ESX hosts as VMFS partitions.  
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Appendix D. System Disclosure Information 
 
This appendix provides specific details for the FAS2050, EVA4100 and the server systems that were used 
during the tests. 
 
Network Appliance FAS2050  
Storage Processor Unit –1 w/2 SPU Network Appliance FAS2050 Storage Servers 
Cache size 4GB 
Disks Built-in 20 – 144GB 15K RPM SAS 
Disk Arrays – 2 Disk Array Enclosures 
Disk Drives 14 per DAE – 144GB 15K RPM Fibre Channel 
Base software version Network Appliance Data ONTAP Release 7.2.2L1 

Table 8: Network Appliance FAS2050 Disclosure Infor mation  

Hewlett-Packard EVA4100  
Storage Processor Unit –1 w/2 SPU HP EVA4100 Storage Processor Enclosure Array  
Cache size 4GB 
Disk Arrays  4 
Disk Drives 12 per DAE3P – 146GB 15K RPM Fibre Channel 
HP CommandView Version 7.0 
Mpx100 Firmware Version 2.0.5.1 
FC Switch for CommandView EVA HP StorageWorks SAN Switch 

Table 9: HP EVA4100 Disclosure Information 

 
IBM x3650 – ESX Server 3.0.2 Host Systems 
Processor / Speed / # of CPUs Intel Quad Core x 2.66GHz 
System RAM / Type / # of Slots 18GB 
Network Adapter 2 – Broadcom Gigabit Ethernet Controller 

OS  ESX Server 3.0.2 
 
Table 10:  IBM x3650 Servers Used as ESX hosts 
  
Fujitsu-Siemens Primergy RX300S2– VI3 Client, IOMeter Manager 
Processor / Speed / # of CPUs Dual Intel 3.6Ghz Xeon 
System RAM / Type / # of Slots 4 GB  
Network Adapter 2- Broadcom Gigabit Ethernet Controller 

OS for IOMeter tests Microsoft Windows 2003 Enterprise Edition SP2 

Installed HBAs 
2 x Qlogic 2340 version 9.0.1.12 (SCSI miniport) 
Driver Date: 10/10/2004 

Table 11:  Fujitsu-Siemens Primergy RX300S2 Servers  Used for VI3 Client system 

 
Networking Equipment 
Gigabit Ethernet Switch Cisco Catalyst 4948 w/ 48 ports Firmware v3.1.3ª 

Table 12: Networking Equipment Used 
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Appendix E. NetApp, Hewlett Packard and VMware Refe rence 
Documentation 
 
This section provides links to the vendor documentation and best practices guides we referenced during the 
testing. 
 
NetApp/VMware ESX Best Practices and Configuration Guides –  
 

·  http://www.netapp.com/library/tr/3428.pdf 
·  http://www.netapp.com/library/tr/3515.pdf 
·  http://www.netapp.com/library/tr/3593.pdf 

 

EVA4100 Best Practices and User Guides 

·  http://h71028.www7.hp.com/ERC/downloads/4AA0-2787ENW.pdf?jumpid=reg_R1002_USEN 

·  http://h20000.www2.hp.com/bc/docs/support/SupportManual/c01081029/c01081029.pdf?jumpid=reg
_R1002_USEN 

 
VMware Best Practice and User Guides: 
 

·  http://h71019.www7.hp.com/ActiveAnswers/downloads/4AA1-0818ENW.pdf 
·  http://www.vmware.com/pdf/esx3_partition_align.pdf 
·  http://www.vmware.com/pdf/vi3_san_guide.pdf 
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VeriTest (www.veritest.com), the testing service of Lionbridge Technologies, Inc., provides outsourced testing 
solutions that maximize revenue and reduce costs for our clients. For companies who use high-tech products as 
well as those who produce them, smoothly functioning technology is essential to business success. VeriTest 
helps our clients identify and correct technology problems in their products and in their line of business 
applications by providing the widest range of testing services available.  

VeriTest created the suite of industry-standard benchmark software that includes WebBench, NetBench, 
Winstone, and WinBench. We've distributed over 20 million copies of these tools, which are in use at every one 
of the 2001 Fortune 100 companies. Our Internet BenchMark service provides the definitive ratings for Internet 
Service Providers in the US, Canada, and the UK.  
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delivered rigorous, objective, independent testing and analysis for over a decade. With the most knowledgeable 
staff in the business, testing facilities around the world, and almost 1,600 dedicated network PCs, VeriTest offers 
our clients the expertise and equipment necessary to meet all their testing needs.  

For more information  email us at info@veritest.com or call us at 919-380-2800. 

Disclaimer of Warranties; Limitation of Liability:  
 
VERITEST HAS MADE REASONABLE EFFORTS TO ENSURE THE ACCURACY AND VALIDITY OF ITS 
TESTING, HOWEVER, VERITEST SPECIFICALLY DISCLAIMS ANY WARRANTY, EXPRESSED OR IMPLIED, 
RELATING TO THE TEST RESULTS AND ANALYSIS, THEIR ACCURACY, COMPLETENESS OR QUALITY, 
INCLUDING ANY IMPLIED WARRANTY OF FITNESS FOR ANY PARTICULAR PURPOSE. ALL PERSONS 
OR ENTITIES RELYING ON THE RESULTS OF ANY TESTING DO SO AT THEIR OWN RISK, AND AGREE 
THAT VERITEST, ITS EMPLOYEES AND ITS SUBCONTRACTORS SHALL HAVE NO LIABILITY 
WHATSOEVER FROM ANY CLAIM OF LOSS OR DAMAGE ON ACCOUNT OF ANY ALLEGED ERROR OR 
DEFECT IN ANY TESTING PROCEDURE OR RESULT.  
 
IN NO EVENT SHALL VERITEST BE LIABLE FOR INDIRECT, SPECIAL, INCIDENTAL, OR CONSEQUENTIAL 
DAMAGES IN CONNECTION WITH ITS TESTING, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH 
DAMAGES. IN NO EVENT SHALL VERITEST'S LIABILITY, INCLUDING FOR DIRECT DAMAGES, EXCEED 
THE AMOUNTS PAID IN CONNECTION WITH VERITEST'S TESTING. CUSTOMER’S SOLE AND EXCLUSIVE 
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